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This deliverable accompanies the so�ware release of the final version of HAIER, the Hardware Aware
Intelligent Elas�c Scheduler which takes automated decisions on both how and where to map arbitrary
data analy�cs tasks to the underlying infrastructure that consists of a mix of processing units, including
CPUs and hardware accelerators. HAIER version 2.0 includes (a) the final version of the Intelligence
Layer, i.e., an ensemble of sophis�cated Machine Learning models that capture the performance and
power consump�on of arbitrary OpenCL kernels when executed over the available hardware, be it CPU,
GPU or FPGA(b) the final version of the Hardware-Aware Planner (the core module of HAIER scheduler)
which performs mul�-objec�ve op�miza�on to discover the near-op�mal assignment of kernels of a
task graph to the available heterogeneous hardware and (c) the final version of the E2Data resource
manager, which allows for the fine grain alloca�on of GPU and FPGA resources through a properly
modified YARN framework. The code is available on the project’s GitHub repository1.

1

h�ps://github.com/E2Data/HAIER
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1. Introduc�on
HAIER, the Hardware-Aware Intelligent Elas�c Scheduler, lies at the core of E2Data, op�mizing and
planning the execu�on of the tasks of a specific Big Data workflow over the available heterogeneous
hardware resources. HAIER alleviates the burden of manual tuning of an applica�on, which can be a
really costly and �me-consuming process, by automa�cally iden�fy the op�mal mapping between tasks
and devices in order to minimize the execu�on �me of the whole workflow.
Deliverable D4.1 was dedicated to the design of the HAIER Architecture, the descrip�on of its internal
modules as well as the defini�on of its external API and its interac�on with the rest of the E2Data
components. Deliverable D4.2 accompanied the release of the first version of HAIER, presen�ng the
implementa�on details of the architectural components that had been included in that first release of
HAIER. It also included an ini�al performance evalua�on of our prototype under complex, synthe�c
workflow graphs.
This deliverable cons�tutes a self-contained report on the implementa�on details of the final version of
HAIER, which has been released as open source and can be found as a public repository under the
E2Data GitHub working space (h�ps://github.com/E2Data/HAIER). In this deliverable, a�er reminding
the reader of the overall HAIER architecure (as described in Deliverable D4.1), we go through each
architectural component of HAIER and delve into the details of its implementa�on. More specifically:
•

•
•

•

•
•

Sec�on 2 gives a flashback of the HAIER architecture, briefly describing the func�onality of its main
components and giving an overview of a typical HAIER usage workflow. This repe��on is provided
for the sake of the document’s self-containment and for reminding the reader of all components
that have been implemented and included in the final HAIER so�ware release.
Sec�on 3 describes in detail the crea�on of the performance (execu�on �me) and cost (power
consump�on) models that cons�tute the scheduler’s Intelligence layer and evaluates their accuracy.
Sec�on 4 gives all the implementa�on details of the Hardware-Aware Planner module. This module
is the heart of the decision making process in E2Data: It decides on where each task of a workflow
graph should execute, including CPUs, GPUs and FPGAs.
Sec�on 5 presents the system’s resource manager, which informs HAIER of the available hardware
resources and allows Flink to allocate CPU, GPU and FPGA resources in a unified and fine-grain
manner. All modifica�ons made to the YARN resource nego�ator are provided in detail in this
sec�on.
Sec�on 5 evaluates HAIER in terms of end-to-end execu�on �me as well as op�mality of the
alloca�on choice.
Sec�on 6 concludes the deliverable.
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2. Flashback: HAIER Architecture
2.1 Overview and Execu�on Workflow
This sec�on briefly reports on the overall architecture of HAIER, as described in Delivarable D4.1, for the
sake of the document’s self-containment.
HAIER, as the core scheduling component of E2Data, aims to automa�cally op�mize and plan the
execu�on of complex Big Data workflows containing both compute and data intensive operators over a
pool of heterogeneous resources. In a nutshell, the business logic of the workflow is reflected in code
through the use of any Big Data framework of choice. In our case, Flink is the Big Data framework we are
going to use in the context of the E2Data project. Given the Directed Acyclic Graph (DAG) of involved
tasks and based on performance and cost es�ma�ons for each one of them, HAIER op�mizes for any
user-defined op�miza�on policy - single or mul�-objec�ve - by mapping tasks to the available
heterogeneous infrastructure and by making informed decisions on the type and amount of resources to
be allocated. The final execu�on plan is communicated to the Big Data framework, Flink, which enforces
it.

WP3

FIGURE 1 HAIER ARCHITECTURE AND ITS INTERACTION WITH THE REST OF THE E2DATA COMPONENTS
Figure 1 depicts the architecture of HAIER, including its internal components and their interac�on with
other internal or external system components.
Following the execu�on workflow, the user submits through a user interface the code developed using
her favorite Big Data framework, along with the desired op�miza�on policy (e.g., minimize execu�on
�me, minimize power consump�on or both). The code is passed to the Big Data execu�on engine,
where tasks are internally organized in a graph structure which we will henceforth call task graph. At this
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point, it is the responsibility of HAIER to instruct the Big Data framework where to execute each task of
the task graph. Having informa�on about:
a) the code itself along with the op�miza�on objec�ves from the user interface,
b) the task graph from the Big Data framework, and
c) monitoring informa�on about the available infrastructure,
HAIER can produce the op�mal execu�on plan, which allocates each task to the most beneficial set of
hardware resources among the available ones.
The basis of this workflow op�miza�on process lies in the u�liza�on or detailed models of the cost and
performance characteris�cs of Big Data tasks over various underlying hardware, be it CPUs, GPUs or
FPGAs. The models are stored and updated in a model library. Whenever a new workflow is run atop
HAIER, these models are used in order to intelligently assign and orchestrate workflow parts to the
available hardware according to the user op�miza�on policy.
Once the op�mal execu�on plan is available, the Big Data framework enforces it through a cluster
management framework that can handle heterogeneous resources (e.g.,YARN, Mesos).
In the following subsec�ons, we thoroughly describe the architecture of HAIER and its internals.

2.2 The HAIER layers
Delving into the internals of the proposed system, HAIER consists of two layers: (1) the Intelligence layer,
depicted in yellow in Figure 1, a Machine Learning modeling framework that derives hardware- and
elas�city-related knowledge from both offline profiling and dynamic runs; and (2) the Hardware-Aware
Planner, depicted in green, that communicates with the Intelligence layer and performs the decision
making of how, where, and when to schedule code for execu�on on the available hardware resources.
In a nutshell, the modules of HAIER cooperate towards the op�miza�on of Big Data workflow execu�ons
with respect to the policy provided by the user. The Planner determines in real-�me where each task is
to be run, under what amount of resources provisioned and whether data need to be moved to/from
their current loca�ons and between processing units. Such a decision must rely on the characteris�cs of
the involved tasks, derived as code features by the Parser, and the underlying hardware they are
executed upon. These are modeled and stored within the Models library. The ini�al task models result
from the offline profiling through the Profiler/Modeler module that directly interacts with the pool of
physical resources and the monitoring layer in-between. Moreover, while the workflow is being
executed, the ini�al models are refined in an online manner by the Model Refinement module, using
monitoring informa�on of the actual run. This mechanism allows for dynamic adjustments of the models
and enables the Planner to base its decisions on the most up-to-date knowledge.

5.3 The HAIER modules
Next, we describe each of the internal HAIER components in a more detailed manner.
Parser: This module parses the user-provided code and extracts code features, such as density and
computa�onal or memory intensity, that will be used as input for the model training process. Moreover,
it validates the user-defined policy.
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Profiler/Modeler: This module produces a number of different ML models that describe the behaviour
of each hardware processing unit, in terms of performance, cost, energy efficiency etc., when execu�ng
Big Data tasks. The descrip�ve models are ini�ally trained using profiling in an offline mode, as well as
machine learning over actual runs.
The profiling input includes: (a) data-specific parameters, which describe the data to be used for the
operator profiling (e.g., the type of data and its size) and (b) resource-related parameters, which define
the resources to be considered during profiling (e.g., type of hardware, number of cores, amount of
available disk/memory, etc.).
The output of each run is the profiled performance and cost, such as comple�on �me, throughput,
power consump�on, etc., under each combina�on of the input parameter values. The collected metrics
along with the code-specific parameters, i.e., the features parsed by the Parser, are then used to create
es�ma�on models, making use of neural networks, SVM, interpola�on and curve fi�ng techniques.
For the final version of HAIER, as described more thoroughly in the next sec�on, sophis�cated models
have been trained using well known benchmark kernels.
Models Library This module consists of a number of different ML models that describe the behaviour of
each hardware processing unit, in terms of performance, cost, energy efficiency, etc., when execu�ng
Big Data tasks. In the final version of our scheduler, the models library has been populated with models
capturing performance (i.e., execu�on �me) as well as energy efficiency (i.e., power consump�on) over
the specific hardware of our testbed.
Model Refinement: This module exploits the experience collected during run-�me to augment the
exis�ng performance models and increase their efficiency. To that end, monitoring informa�on is fed
back to the exis�ng models to dynamically adapt them to the current infrastructure condi�ons that
might include changes in the underlying hardware, like hardware upgrades or temporal degrada�on due
to various reasons including colloca�on of compe�ng tasks, surges in load, etc. Thus, the accuracy of the
models remains high regardless of possible changes.
Planner: The Planner is the core component of HAIER which intelligently explores all the possible
execu�on plans over the available heterogeneous infrastructure and discovers the most beneficial one
with respect to the user-defined op�miza�on objec�ves. The Planner takes as input:
a)
b)
c)
d)

the task graph from the Big Data framework,
the code features of each task of the task graph through the Parser,
the available resources through the infrastructure monitoring layer and
the cost and performance es�ma�on for each task over the various available hardware setups
consul�ng the machine learning models of the Models library.

To find the op�mal execu�on plan, the planner relies on exhaus�ve search to explore all possible
alloca�ons of individual tasks to hardware resources to find the plan that op�mizes the global
op�miza�on policy. The op�miza�on policy can include a single or mul�ple objec�ves, meaning that
one or a set of Pareto execu�on plans will be discovered respec�vely. While an exhaus�ve search would
provide op�mal solu�ons, it would only be prac�cal for small workflow instances, since the size of
combina�ons to be checked grows exponen�ally with the number of task graph nodes. Thus, to be able
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to accommodate large and complex workflow instances within a reasonable �meframe, HAIER employs
heuris�cs based on gene�c algorithms to find near-op�mal solu�ons.
Execu�on Monitor: The responsibility of this module is to inspect the smooth execu�on of the op�mal
plan through the monitoring of the underlying infrastructure. Failures and performance degrada�on
must be detected early on, in order to make the necessary adjustments in a �mely manner. The
detec�on of such anomalies trigger the re-planning of task execu�ons according to the new
circumstances in order to make amends. Remedial ac�ons include the compila�on of the code for
execu�on over a different type of hardware and elas�c contrac�on/expansion of provisioned resources.
The func�onality of this module has been pushed down to TornadoVM, which lies in the physical node
that actually executes the code and can more easily mo�nor code execu�on.
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3. Intelligence Layer version 2.0
To allow our scheduler to op�mally decide on the most suitable device for execu�ng a specific OpenCL
kernel, we first need to provide performance and cost es�ma�ons for each execu�on setup. This can be
accomplished by providing a machine learning (ML) model that captures the performance characteris�cs
of any OpenCL code execu�ng on a specific hardware device. Such a model needs to be trained using
data representa�ve of the problem it tries to solve, i.e., using OpenCL kernels. Each kernel must be
represented as a feature vector, containing representa�ve features extracted from the kernel code.
Appropriate performance metrics need to be collected during each kernel execu�on over the various
devices. A�er performing the necessary feature engineering in order to iden�fy features with strong
correla�on and eliminate them, the resul�ng feature vector along with the run�me metrics are fed to
the model. In Deliverable D3.2 we used simple linear regression models, which managed to achieve up
to 60% accuracy in predic�ng the right execu�on �me of kernels seen for the first �me. In this
deliverable we explore more sophis�cated models, like polynomial regression, Elas�cNet and XgBoost.
All the aforemen�oned stages are described in more detail in the following. For self-containment, we
have kept the sec�on concerning the linear regression models, as described in D3.2.

3.1 Training Data
As training data highly impacts the quality of a ML model, the first issue that arises is the collec�on of a
large corpus of OpenCL kernels that are representa�ve of the vast majority of the code that humans
actually write. Finding such a corpus and automa�cally run it on different pla�orms is not an easy task
to accomplish. For this purpose, namely crea�ng an OpenCL-based training set for modeling
performance on heterogeneous hardware we use kernels derived by a popular OpenCL benchmark
suite. This approach allows us to experiment with well-known algorithms that are wri�en by humans,
and thus we can easily evaluate their qualita�ve characteris�cs. These algorithms expose various
degrees of data-parallelism and we can verify that their execu�on is indeed improved by the existence
of a scheduler like HAIER.
To this end we use the Rodinia benchmark suite [9] . Rodinia is the most widely-used benchmark in the
heterogeneous compu�ng field and contains OpenCL implementa�ons for various well-known
algorithms (e.g., BFS, KNN, etc).
The Rodinia applica�ons we use for crea�ng training data are:
1. Backpropaga�on
Backpropaga�on is a ML algorithm that trains the weights of connected nodes in a layered
neural network. The applica�on comprises two phases: the Forward Phase and the Backward
Phase. In the Forward phase, the ac�va�ons are propagated from the input layer to the output
one. The ac�va�ons propaga�on usually corresponds to a chain of linear algebra opera�ons. In
the Backward Phase, the observed errors of a model are propagated backwards to adjust the
weights of the network. This is a compute-intensive process as the computa�on of a large
amount of deriva�ve func�ons is demanded.
2.
Nearest neighbours (NN)
NN finds the k-nearest neighbors from an unstructured data set. It is a non-parametric method
used for classifica�on and regression.
3.
Pathfinder
PathFinder uses dynamic programming to find a path on a 2-D grid from the bo�om row to the
top row with the smallest accumulated weights, where each step of the path moves straight
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ahead or diagonally ahead. It iterates row by row, each node picks a neighboring node in the
previous row that has the smallest accumulated weight, and adds its own weight to the sum. In
our case, there are 100000 columns and 100 rows.
Hybridsort
Hybridsort is a sor�ng algorithm that uses both mergesort and bucketsort in order to sort an
array of floats.

4.

Feeding a ML model with raw source code is not expected to yield high quality results; we need to
devise a more efficient input format. In order to achieve this, we transform each kernel of the input
corpus into a vector that contains sta�c features extracted at compile �me. These features can
accurately capture the performance characteris�cs of the kernel and can be obtained through the
TornadoVM compiler, as explained in the following.

3.2 Sta�c Code Feature Extrac�on
TornadoVM generates OpenCL C code from Sta�c Single Assignment (SSA) representa�on. TornadoVM
is an extension of Graal-IR working in an SSA representa�on, which it uses to extract sta�c features.
As suggested in [24] , the sta�c features that affect the execu�on �me of a kernel are the total number
of memory accesses (global and local), the total number of coalesced memory accesses2, the total
amount of compute opera�ons, and the total amount of the comparisons for condi�onal statements.
We extract the following sta�c features:
•
•
•
•
•
•
•
•

comp
The number of compute opera�ons
ra�onal
The number of comparisons
mem
The number of global memory accesses
localmem
The number of local memory accesses
coalesced
The number of coalesced memory accesses
atomic
The number of atomic opera�ons of the kernel
F2:coalesced/mem
A heuris�c metric that computes the % percentage of coalesced memory accesses
F4:comp/mem
A heuris�c metric that computes the computa�on-mem ra�o

3.3 Run�me Metrics
The Rodinia applica�ons we described in Sec�on 3.1 use C host code that invokes and coordinates the
OpenCL kernels. Each of these applica�ons may contain mul�ple kernels itself, providing us with a total
of fi�een different OpenCL kernels. For modeling kernels in individual level, we need to dive in the host

2

Memory accesses are called coalesced if adjacent work-items access adjacent memory loca�ons. In this case,
mul�ple memory transfers can be coalesced into a single access increasing the overall memory bandwidth.
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code of these applica�ons and place hooks that collect run�me metrics for each kernel separately. The
metrics we measure are:
1.
2.
3.
4.
5.
6.
7.
8.

mem_alloc_bytes: the bytes that are allocated in the device
mem_alloc_�me: the total �me of the memory alloca�on process
HtoD_bytes: the total amount of bytes transferred from host machine to device
HtoD_�me: the total �me spent for copying data from the host na�ve memory to the device
memory.
exec_�me: the total �me of the kernel execu�on on a device
DtoH_bytes: the total amount of bytes transferred from the device to the host
DtoH_�me: the total �me copying data back from the device to the host na�ve memory
total_�me: the sum of the above measured �mes

3.4 Hardware Devices
We then execute the applica�ons for different input sizes (1-10KB) in three different OpenCL devices:
1. Tesla V100 GPU (pla�orm 0, device 0,1)
32 GB of global memory
48 KB of local memory
1024 max work group size
2. GeForce GTX 1060 GPU (pla�orm 0, device 2)
6 GB of global memory
48 KB of local memory
1024 max work group size
3. Intel(R) Xeon(R) Silver 4114 CPU (pla�orm 1, device 0)
252 GB global memory size
32 KB local memory size
8192 max work group size

3.5 Feature Selec�on - Exploratory data analysis
A�er running the kernels and collec�ng the run�me metrics, we compile a dataset based on the sta�c
features of the input source code and the run�me metrics we gathered during execu�on. Our dataset
consists of 512 rows and 19 columns. Using pandas [2] we transform our raw text dataset into a
dataframe. We use sklean [3] for the machine learning purposes, NumPy [4] for computa�ons and
seaborn[5] / matplotlib.pyplot [6] for plo�ng. The first 5 rows of our dataframe are shown in Figure 2.
In general, the quality and quan�ty of the features have great influence on whether a machine learning
model is good or not: The be�er the features are, the be�er the result is. The selec�on of both the
input dataset and extracted features should be carefully devised. In this Sec�on, we focus on feature
engineering. We preprocess data in order to (a) choose the right features and (b) transform their values
into a form that can result in an accurate model.
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FIGURE 2 THE FIRST 5 ROWS OF OUR DATAFRAME
To that end, we perform a number of steps as follows:
1. We are dropping column “kernel_name” as we do not need it for our model. We subs�tute the
columns “device” and “pla�orm” with the column “device_name”, which designates the various
available hardware devices and in our case has three object values: “tesla”, “gtx”, “cpu”.
2. Apart from the “device_name”, all columns in our dataset contain con�nuous values. We observe
that our dataset contains features with variable units and range. Since the majority of the most
prevalent machine learning algorithms use Euclidean distance between two data points in their
computa�ons, this will cause a problem to our results. Thus, we need to normalize our data, by
scaling them to the range of [0, 1] using sklearn, MinMaxScaler().
3. We then perform one hot encoding to our categorical “device_name” variable. One hot encoding is
a process by which categorical variables are converted into a form that could be provided to ML
algorithms to do a be�er job in predic�on.
In Figure 3 below we can see how our dataset looks like now.

FIGURE 3 DATASET AFTER FEATURE ENGINEERING AND DATA PREPARATION STEPS
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The values that we want our model to predict are the host to device transfer �me, the device to host
�me and the total (end-to-end) �me. We are going to train three different ML regression models to
predict these values. Thus we construct 3 different datasets, one for each. Before training our models,
we are inves�ga�ng our data and try to find hidden correla�ons between them.
We are using NumPy to produce a correla�on matrix of our dataset, as shown in the figure below.
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FIGURE 4 DATASET CORRELATION MATRIX
In the matrix of Figure 4, if a value is closer to 1 or -1 it means that there is a strong correla�on between
the two variables that index the respec�ve cell. One can see that there is a strong correla�on between
the �mes that we wish to predict and the amount of bytes that are used as input in our kernels.
To further examine possible correla�ons, we construct more plots. First we examine if there is a
correla�on between the categorical variable “device_name” and the �mes that we wish to predict.

FIGURE 5 MEAN HTOD_TIME FOR VARIOUS DEVICES
In Figure 5 we see something peculiar. The host-to-device �me, i.e., the �me we consume to transfer
data from host-to-device, is slower in CPU than in both GPUs. That gives us an important intui�on. Since
the host code is code that runs on the CPU device, an automated procedure that does not transfer data
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from host to device when the device is a CPU, would lead to a substan�al improvement of the total �me
(end-to-end �me) of the execu�on of a kernel on CPU.

FIGURE 6 MEAN DTOH_TIME FOR VARIOUS DEVICES
In Figure 6 we observe similar results for the device-to-host �me with the host-to-device �me. Finally, in
Figure 7 we see that in our dataset the end-to-end �me for the execu�on for a kernel that a user will
experience is faster in the GTX GPU, as it costs less to transfer data to this device than the other 2.

FIGURE 7 MEAN TOTAL_TIME FOR VARIOUS DEVICES
Next, we are producing bar plots to see how the increase in the input bytes of a kernel affects the �mes
that we wish to predict. In the x-axis, we place the host-to-device amount of bytes, which is a metric
that we are able to extract during run�me. As expected when we increase the amount of input bytes, it
affects every single step for the kernel execu�on (Figure 8). This gives us an intui�on that a regression
model will certainly have meaning in our case.
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FIGURE 8 MEAN TOTAL_TIME VS HTOD_BYTES

3.6 Linear Regression Models
As discussed above, ini�ally we are going to train four different regression models, one for each �me
step of the end-to-end execu�on of an OpenCL kernel on a specified device (host-to-device transfer
�me, actual execu�on on device �me, device-to-host �me, total �me).
Our linear regression models are
•
•
•

HtoD_reg
DtoH_reg
total_�me_reg

We are construc�ng these models as a proof of concept before developing more sophis�cated ML
models in the next steps.
Our models achieve an accuracy of up to 58%. We perform cross valida�on and produce scores for our
models. The accuracy results of each model are:
•

CV accuracy/std on host to device �me: 0.583 +/- 0.228
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•
•

CV accuracy/std on Device to Host �me: 0.571 +/- 0.167
CV accuracy/std on total �me: 0.572 +/- 0.275

The Accuracy of each model is the average of the accuracy of each 10 folds. In Figures 9-11 we plot the
performances of our models.

FIGURE 9 LEARNING CURVE FOR HOST TO DEVICE TIME

FIGURE 10 LEARNING CURVE FOR DEVICE TO HOST TIME
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FIGURE 11 LEARNING CURVE FOR TOTAL TIME

3.7 Elas�cNet and Xgboost models
In this subsec�on we are experimen�ng with some more sophis�cated learning algorithms such as
polynomial regression, Elas�cNet regression and an approach using XgBoost, to increase accuracy. We
focus on the predic�on of the total execu�on �me of a kernel, which is the most important performance
metric to take into account when alloca�ng tasks to resources. As we will see in the following, the more
sophis�cated models achieve an accuracy of up to 90.25%.
First we transform our con�nuous features to polynomials in order to gain more informa�on about the
hidden rela�onships between our features and our labels.
We perform cross valida�on and produce scores for our models. The accuracy results of each model are:
•
•
•

Elas�cNet with polynomials of power of 1: 0.653 +/- 0.072
Elas�cNet with polynomials of power of 2: 0.711 +/- 0.133
Elas�cNet with polynomials of power of 3: 0.659 +/- 0.195

The Accuracy of each model is the average of the accuracy of each 10 folds. We plot the learning curves
of our models.
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FIGURE 12 ELASTICNET

FIGURE 13ELASTICNET WITH POLYNOMIALS OF POWER OF 2
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FIGURE 14 ELASTICNET WITH POLYNOMIALS OF POWER OF 3

And for XgBoost, which proved to be our most efficient approach:
•
•
•

XgBoost with polynomials of power of 1: 0.923 +/ - 0064
XgBoost with polynomials of power of 2: 0.925 +/- 0.062
XgBoost with polynomials of power of 3: 0.895 +/- 0.092

The Accuracy of each model is the average of the accuracy of each 10 folds. We then plot the
performances of our models.

FIGURE 15 XGBOOST
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FIGURE 16 XGBOOST WITH POLYNOMIALS OF POWER OF 2

FIGURE 17 XGBOOST WITH POLYNOMIALS OF POWER OF 3

We observe that our most sophis�cated approach (XgBoost) produces a high accuracy, a small learning
curve and a low variance.

3.8 Power Predic�on Models
In this subsec�on we focus on producing models that could predict the power consump�on of a kernel’s
execu�on on a specific device, as a metric of energy efficiency. In order to achieve that we place codehooks inside our Rodinia benchmarks.
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We place these hooks to measure the power consump�on of the execu�on phase and the end to end
power consump�on (transfer of the data and execu�on)
We are using our PDU (APC rPDU AP8481 model) which is constantly measuring power consump�on on
our system and broadcast metrics to an API. We communicate with this API every 3 seconds with ssh
calls.
We then proceed to the benchmarking to construct our new dataset.

3.8.1 Examina�on of the rela�onships of our features
Similar to what we have shown for the predic�on of execu�on �me and data transfer, before
construc�ng our models we are going to inves�gate the hidden correla�on between our features and
the variables that we are interested in predic�ng.
We are using NumPy to produce a correla�on matrix of our dataset, as shown in the figure below.
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FIGURE 18 DATA CORRELATION MATRIX FOR POWER METRICS PREDICTION

As we can see there is a strong correla�on between the power consump�on and the size of the data
that are being transferred to the Device. That makes sense as for larger sizes of data a device has to fully
u�lize its computa�onal resources, increasing the power cost.
To examine possible correla�on between the OpenCl device that a kernel is being executed on and the
power consump�on we observe for this execu�on, we construct the following plots.
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FIGURE 19 MEAN EXECUTION POWER CONSUMPTION FOR VARIOUS DEVICES
In Figure 19 we observe that the power consump�on is substan�al when the execu�on takes place on
the Tesla GPU, it decreases when the execu�on takes place on the GTX GPU and it minimizes when the
execu�on takes place on the CPU. The explana�on is that the power consump�on is propor�onal to the
computa�on power of each device.

FIGURE 20 MEAN TOTAL POWER CONSUMPTION
In the bar plot of Figure 20 we observe that the total power consump�on is substan�al on both GPU
devices and decreases for the CPU. We observe that for the GTX the system experiences larger power
consump�on than for the Tespa. That gives as an intui�on that although the GTX consumes less power
at the execu�on phase, it needs more power for the transferring of the data from device to host and
vise-versa.
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We conclude that it is preferable for the user to execute her code on a CPU rather than a CPU, when it
comes to power consump�on cost.

3.8.2 Power consump�on predic�on models
Based on our experience of the �me predic�on models we are examining two different approaches. The
first approach uses polynomial linear regression and the second approach uses XgBoost with polynomial
features.
As aforemen�oned we are trying to predict the end-to-end power consump�on of a kernel’s execu�on.
Our models achieve an accuracy of up to 83.5%.
We perform cross valida�on and produce scores for our models. The accuracy results of each of our
Linear Regression polynomial models is:
•
•

Polynomials of power of 1: 0.547 +/- 0.109
Polynomials of power of 2: 0.549 +/- 0.096

FIGURE 21 LEARNING CURVE FOR END-TO-END POWER PREDICTION WITH LINEAR REGRESSION
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FIGURE 22 LEARNING CURVE FOR END-TO-END POWER PREDICTION WITH LINEAR REGRESSION WITH POLYNOMIALS OF
POWER OF 2

And for XgBoost, which once again is proved to be our most efficient approach:
•
•

XgBoost of power of 1: 0.833 +/- 0.025
XgBoost of power of 2: 0.835 +/- 0.021

FIGURE 23 LEARNING CURVE FOR END-TO-END POWER PREDICTION WITH XGBOOST
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FIGURE 24 LEARNING CURVE FOR END-TO-END POWER PREDICTION WITH XGBOOST WITH POLYNOMIALS OF POWER OF 2
As we can see we can effec�vely predict the power consump�on of a kernel for the execu�on on any of
our available OpenCl devices.

Page 31 of 64
Co-funded by the Horizon 2020 Framework
Programme of the European Union under
Grant Agreement nº 780245.

Partners
EXUS (Coordinator), UNIMAN, ICCS, DFKI, NEUROCOM,
KALEAO, CTI DIOPHANTUS, SPARKS, iProov

www.e2data.eu

4. The Hardware-Aware Planner Layer
The Hardware-Aware Planner layer is a vital component in HAIER’s design. So are the so�ware en��es
that cons�tute it. In this chapter, we examine the final version of the Hardware-Aware Planner that has
been implemented and is included in the delivered so�ware. The following sec�ons discuss its
func�onality, describe its interac�on with other components of the system, and adumbrate the
background and the ra�onale of the state-of-the-art algorithms that have been wisely selected and
developed to undergird its soundness.

4.1 Func�onality Overview
Planner’s sole objec�ve is to allocate hardware resources for tasks in an op�mal manner. To accomplish
that, it actually solves a mul�-objec�ve op�miza�on problem by implemen�ng a well-known,
sophis�cated algorithm and by performing a set of complex calcula�ons. All these will be made clear
soon, but before further delving into them, the reader should have a clear view of the high-level
purpose of the component.
We may hereby consider the Planner as a “black box” that receives some input and returns useful
output. Regarding the input, one would enumerate:
(a) A task graph;
(b) OpenCL kernel source code features;
(c) A set of available hardware resources;
(d) Performance and cost es�ma�on for each task over various hardware setups.
The obvious diversity in the above input tes�fies to the importance of the Planner’s need to interact
with other system components. As a ma�er of fact, the Planner inquires various bits of informa�on
from several components, both internal and external to HAIER. Namely:
(a) The task graph is provided by Apache Flink, E2Data’s selected Big Data framework;
(b) The code features of the OpenCL kernels are extracted from user-defined Java classes contained
in the task graph ver�ces, using the Tornado Java Virtual Machine;
(c) The available hardware resources are provided by the Resource Manager that is responsible for
monitoring the underlying infrastructure, i.e., the (appropriately modified) E2Data YARN that is
included in the system;
(d) The performance and cost models for each task are found by consul�ng the machine learning
models in the Models library.
The final output of the Planner is a mapping between tasks in E2Data Flink’s JobGraph and hardware
resources as reported by E2Data Yarn, which represents the op�mal hardware resource alloca�on for
the task graph at hand.

4.2 Theore�cal Founda�on
4.2.1 Resource Alloca�on as a Mul�-Objec�ve Op�miza�on Problem
As it was previously men�oned, the main responsibility of the Planner is to allocate hardware resources
for tasks in an op�mal manner. What qualifies such a manner as “op�mal” though? In other words, how
is “op�mality” defined, and what is the “op�miza�on process” a�er all?
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Scheduling a given set of tasks on a number of available devices in several ways gives rise to numerous
discrete plans, each having different characteris�cs. The classifica�on of these characteris�cs as
advantages or disadvantages actually depends on the prism through which we examine the problem at
hand.
To illustrate this through an example, let us consider a fast but power-hungry GPU, and a slow but
power-efficient CPU, which form the whole set of available hardware resources for this example. Now,
let us focus on two naïve discrete scheduling plans of an arbitrary set of tasks on those two devices that
will allow us to shed some light on the concept of multi-objec�ve op�miza�on:
(Plan A) All tasks are scheduled for execu�on on the fast, power-hungry GPU;
(Plan B) All tasks are scheduled for execu�on on the slow, power-efficient CPU.
It turns out that, despite their naïveté, both Plan A and Plan B are op�mal; each in its own manner. On
the one hand, according to Plan A, the execu�on of all tasks results in the minimiza�on of the total
execu�on �me, at the cost of maximizing the total power consump�on. On the other hand, according to
Plan B, the execu�on of all tasks results in minimal power consump�on, at the cost of maximal
execu�on �me.
Through the example above, we dis�nguish two ways to characterize a plan as op�mal, i.e. two
independent and non-comparable op�miza�on objec�ves:
(a) total execu�on �me, and
(b) total power consump�on.
Other than the two naïve plans presented above, there may be a plethora of other valid scheduling
plans that may be considered op�mal, which in one way or another strike some sort of balance between
the op�miza�on objec�ves. Therefore, the problem of finding an op�mal scheduling plan for an
arbitrary number of tasks on a set of available hardware resources is qualified as a mul�-objec�ve
op�miza�on problem.
In general, solving a mul�-objec�ve op�miza�on problem can be a daun�ng undertaking. Singleobjec�ve op�miza�on problems are compara�vely easy to solve, since they employ a single criterion for
iden�fying the best solu�on among a set of alterna�ves. On the contrary, as we observed in our naive
example earlier, in a mul�-objec�ve op�miza�on problem, a number of such criteria can conflict with
one another, i.e. improving one of them may lead to the deteriora�on of another. This is a poten�al
source of difficulty in understanding and correctly analyzing various op�mal solu�ons so as to select one
of them. Thus, a set of mathema�cal concepts and constructs is usually required to achieve it.
Rather than diving into the intrinsics of the advanced mathema�cs behind multi-objec�ve op�miza�on
problems, we choose to present only a couple of useful, prac�cal constructs, widely known and regularly
used by scien�sts and engineers throughout the last couple of centuries.
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We begin by defining Pareto op�mality as a state of alloca�on of resources from which it is not possible
to reallocate so as to improve any one individual objec�ve without deteriora�ng at least one of the
other objec�ves. This concept is also known as Pareto efficiency [13] .
We move on to define Pareto front as the set of alloca�ons of resources for a given system, which are
all Pareto op�mal. The concept of Pareto front (or Pareto fron�er or Pareto set, as it is also known as)
turns out to be par�cularly useful in the design of HAIER’s Planner. Having the Pareto front of solu�ons
to our resource alloca�on problem, i.e. all scheduling plans that are op�mal based on the objec�ves of
interest, the Planner is allowed to make focused tradeoffs instead of exploring a vast set of solu�ons,
the cardinality of which, in principle, grows exponen�ally to the number of the available hardware
resources and to the number of given tasks to schedule.

FIGURE 25 EXAMPLE OF A PARETO FRONT OF SOLUTIONS TO A MULTI-OBJECTIVE OPTIMIZATION PROBLEM [13]
The diagram in Figure 25 depicts a set of feasible solu�ons to an arbitrary multi-objec�ve op�miza�on
problem with two objec�ves (which here are perceived through their respec�ve evalua�on func�ons, f1
and f2). Without loss of generality, the objec�ves in this figure are op�mized via minimiza�on, but this is
not a general requirement, since a maximiza�on problem could be easily converted to its minimiza�on
equivalent. In this example, we say that solu�on A dominates solu�on C, because f1(A) < f1(C) and f2(A)
< f2(C). Similarly, solu�on B dominates solu�on C because f1(B) < f1(C) and f2(B) < f2(C). Based on the
same approach, it is obvious that none of solu�ons A and B dominate each other, since f2(A) < f2(B) but
f1(A) > f1(B). The set of such non-dominated solu�ons to the mul�-objec�ve op�miza�on problem
cons�tutes the Pareto front of its solutions.
Now that the concepts of Pareto op�mality and Pareto front are clear, and so should be the reason that
they can be so useful to the purpose of HAIER’s Planner, we move on to briefly describe a class of
algorithms that can be employed to efficiently calculate the Pareto front of the solu�ons to multiobjec�ve op�miza�on problems.

4.2.2 Evolu�onary & Gene�c Algorithms
Evolu�onary algorithms cons�tute a subclass of Evolu�onary computa�on, and belong to a set of
general stochas�c search algorithms. They are based on the concept of popula�on, and they belong to
the class of metaheuris�c op�miza�on algorithms [14] .
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Their name stems from biological evolu�on because they use mechanisms and opera�ons that are
inspired by it, such as reproduc�on, muta�on, selec�on and recombina�on (also known as crossover). A
fitness func�on is employed to evaluate the quality of each one of the candidate solu�ons, which play
the role of individuals in the popula�on. Repeated applica�on of the above evolu�onary operators
methodically leads to the evolu�on of the whole popula�on [15] .
A generic, yet accurate, approach to describe the ra�onale of an evolu�onary algorithm normally
involves the following steps:
(a) Generate an ini�al popula�on (the first “genera�on”) in a random manner;
(b) Evaluate each individual in the popula�on using the fitness func�on;
(c) Repeat the execu�on of the following evolu�onary operators un�l termina�on, thereby
producing new genera�ons to allow the popula�on to evolve:
(i)
Select the “best-fit” individuals for reproduc�on;
(ii)
Breed new individuals through crossover and muta�on opera�ons;
(iii)
Evaluate those new individuals using the fitness func�on;
(iv)
Replace the “least-fit” individuals with the new ones.
The most commonly used subclass of Evolu�onary algorithms is the class of the Gene�c algorithms. It is
the most popular because it exhibits the clearest mapping of the natural evolu�on process onto
compu�ng.
As a specific type of the larger class of Evolu�onary algorithms, they follow the same basic principles as
their parent type. In other words, the same itera�ve procedure of the applica�on of evolu�onary
operators on popula�on genera�on that was described above applies to Gene�c algorithms as well.
However, the la�er make extensive use of the recombina�on and muta�on mechanisms mostly. The
op�onal, yet frequent, applica�on of addi�onal heuris�cs, such as specia�on, may o�en encourage
popula�on diversity, as well as prevent premature convergence to a less op�mal solu�on. Solu�ons in
Gene�c algorithms are usually represented and processed in the form of bit strings [16] .
The popula�on-based nature of Evolu�onary algorithms has been crucial to their prevalence in
approxima�ng the set of op�mal solu�ons to multi-objec�ve op�miza�on problems. The reason is that
the former can deal with a number of possible solu�ons (the popula�on) simultaneously. This allows
them to find several elements of the Pareto op�mal set for the mul�-objec�ve op�miza�on problem in
a single run of the algorithm, rather than having to perform a series of separate runs. Moreover, they
are far less suscep�ble to the con�nuity and the shape of the Pareto front, which is a major concern for
other tradi�onal mathema�cal programming techniques.
As a result, many evolu�onary algorithms exist for this purpose. In fact, they even form a special class of
algorithms known as Mul�-Objec�ve Evolu�onary Algorithms (o�en abbreviated as MOEA). The stateof-the-art Mul�-Objec�ve Evolu�onary Algorithm that is put into prac�ce by HAIER’s Planner is
presented in the following subsec�on.
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4.2.3 Nondominated Sor�ng Gene�c Algorithm II
The core of Planner’s internal logic consists of an implementa�on of the Nondominated Sor�ng Gene�c
Algorithm II (also known in its abbreviated form, NSGA-II) [17] , along with a graph traversal algorithm
specifically tailored for our par�cular problem that will be presented later in the Design and
Implementa�on sec�on of this chapter.
NSGA-II is, expectedly, a Mul�-Objec�ve Evolu�onary Algorithm. As such, its purpose is to improve the
adap�ve fitness of a set of candidate solu�ons (the popula�on) to a Pareto front constrained by a set of
objec�ves (and their respec�ve evalua�on func�ons). It uses an evolu�onary process with surrogates
for evolu�onary operators, including selec�on, recombina�on and muta�on.
In the beginning, a random parent popula�on, P0, of size N is formed. This cons�tutes the ini�al
genera�on, and is sorted based on the Pareto nondomina�on. A rank based on the nondomina�on level
is assigned to each solu�on, where 1 is the best level, 2 is the second-best level, and so forth. The next
step is to apply various evolu�onary operators, such as selec�on, crossover and muta�on to create an
offspring popula�on, Q0, of size N.

FIGURE 26 A FLOW DIAGRAM THAT SHOWS HOW THE NONDOMINATED SORTING GENETIC ALGORITHM II WORKS. PT IS
THE PARENT POPULATION AND QT IS THE OFFSPRING POPULATION AT T-TH GENERATION. F1 ARE THE BEST SOLUTIONS
FROM THE COMBINED POPULATION, F2 ARE THE SECOND BEST SOLUTIONS, AND SO ON [17] .
From this point on, the procedure that will be described can be applied repeatedly on the t-th
genera�on to form the (t+1)-th genera�on. The procedure is also illustrated in Figure 26.
First, a combined popula�on Rt = Pt!"!#t of size 2N is created and sorted according to nondomina�on.
Since eli�sm is introduced by comparing the new popula�on with previously found best-fit solu�ons, it
is also ensured for Rt. Solu�ons that belong to the best nondominated set, F1, are considered the best
among all those that are included, hence they are emphasized more than the rest in the combined
popula�on. If the cardinality of F1 is less than N, then the whole set F1 is selected for the new popula�on
Pt+1. Solu�ons from the next best sets, F2, F3, …, are subsequently chosen un�l the cardinality of Pt+1
reaches N. Finally, the applica�on of evolu�onary operators on popula�on Pt+1 leads to the forma�on of
the offspring set Qt+1, and the procedure is repeated for the new combined popula�on Rt+1.
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4.3 Design & Implementa�on
In this sec�on we unveil the design and the implementa�on of the final version of HAIER’s Planner. We
begin by analyzing the informa�on that becomes available to it, and we move on to explain how it is
used to make intelligent decisions. Furthermore, we make clear how the concepts and the algorithms
presented in the previous sec�ons finally prove their value with respect to the mul�-objec�ve
op�miza�on problem that we face.

4.3.1 Planner’s Input
4.3.1.1 Task Graph
In previous versions of HAIER, the input task graph used to be given to the Planner in the form of a
JSON-serialized adjacency list, as shown in the figure below. Apart from the tasks and the dependencies
among them, in the previous version of the Planner there was also a need to have the source nodes of
the task graph specified. Those are essen�ally all those tasks the execu�on of which does not depend on
the output of some other task. Each node in the task graph should also include the source code of the
OpenCL kernel for execu�on.
An example of such a JSON-encoded input task graph is shown below.
{
"jobgraph": {
"graph": [
{
"id": "0",
"sourceCode": "__kernel void A(__global float* a, __global float*
b, const int c, const float d, __global float* e, __global float* f, const
int g, __global int* h) {int i = get_global_id(0);int j = get_global_id(1);if
(i < d) {float k = 0x1.fffffep127f;for (int l = 0; l < get_group_id(1); l++)
{f[l] = k;}}}",
"children": ["1", "2"]
},
{
"id": "1",
"sourceCode": "__kernel void A(__global float* a, __global float*
b, __global float* c, const int d) {int e = get_global_id(0);if (e < d) {c[e]
= a[e] + b[e];}",
"children": ["3"]
},
{
"id": "2",
"sourceCode": "__kernel void A(__global float* a, __global float*
b, __global float* c, const int d){int e = get_global_id(0);int f =
get_global_id(1);int g = e + c;int h = f * d + e;for (int i = 0; i < e;
i++){int j = i - e - h;int k = 0;float l = 0;int m;for (f = 0; f < d;
f++){b[f] = -1;}h += g;f += g;}c[e] = h;}",
"children": ["4"]
},
{
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"id": "3",
"sourceCode": "__kernel void A(__global float* a, __global float*
b, __global float* c, const int d) {int e = get_global_id(0);if (e < d)b[e] =
a[e] + a[e];}",
"children": ["5"]
},
{
"id": "4",
"sourceCode": "__kernel void A(__global float* a, __global float*
b, __global float* c, __global float* d, const int e) {const int f =
get_global_id(0);const int g = get_global_id(1);if (f < d - 1 - e) {c[f] = e;}}",
"children": ["6"]
},
{
"id": "5",
"sourceCode": "__kernel void A(__global float* a, __global float*
b, const int c, const float d) {int e = get_global_id(0);if (e < d) {b[e] =
0.0f;}}",
"children": []
},
{
"id": "6",
"sourceCode": "__kernel void A(__global float* a, __global float*
b, const int c) {const int d = get_global_id(0);int e, f, g, h;unsigned int
i, j, k, l;for (unsigned int m = 0; m < k; m++) {for (unsigned int h = 0; h <
i; h++) {for (unsigned int i = e; i < c; i++) {for (unsigned int j = a[g]; j
< i; ++j) {a[i * c + i] = 0;}b[j] = j;}}}}",
"children": ["5"]
},
{
"id": "7",
"sourceCode": "__kernel void A(__global float* a, __global float*
b, __global float* c, const int d) {int e = get_global_id(0);if (e < c) {b[e]
= a[e] + b[e];}}",
"children": ["2"]
}
],
"roots": ["0", "7"]
}
}

This form was only temporary though. While s�ll supported, it is largely deprecated and has fallen
behind in favour of the full integra�on of HAIER with a modified Apache Flink, which cons�tutes
E2Data’s selected Big Data Framework.
In the final version of HAIER, a dedicated HTTP endpoint is exposed to enable Flink to submit binaryserialized Flink JobGraphs, through which all the above informa�on remains retrievable. A crucial
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difference lies in the OpenCL code, which is no longer required in this form, since HAIER’s integra�on
with Tornado Virtual Machine allows the sta�c code features to be extracted straight from the userdefined Java code itself. Implementa�on-wise, HAIER makes extensive use of Flink’s Java API and its
related machinery to appropriately process the input data in order to make them meaningfully usable
for its own purposes.
For reasons of brevity we refrain from presen�ng any serialized form of the Flink’s JobGraph in this text,
since they tend to be very large (and meant to be serialized in a binary format anyway, hence prac�cally
unreadable by humans without using specialized tools), while most of the informa�on required by
HAIER is conveniently shown in the JSON example above.
For the sake of completeness, and to be�er understand the input task graph though, Figure 27
illustrates conceptually a Flink JobGraph, in the usual -- and visually friendlier -- form of graph depic�on.
Also note that E2Data’s dedicated UI component visualizes the JobGraphs in a quite similar way, thus
making the analyses in this text compa�ble with a user’s percep�on of her own case.

FIGURE 27 VISUAL REPRESENTATION OF THE INPUT TASK GRAPH OF OUR RUNNING EXAMPLE

4.3.1.2 Op�miza�on Policy
The role of op�miza�on policy -- which can either be set by a Planner’s client or a default value can be
used instead -- is cri�cal to the func�onality of the Planner due to its importance in defining the multiobjec�ve op�miza�on problem at hand.
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It is a JSON-encoded list of the objec�ves of the op�miza�on problem, along with some vital
informa�on about their evalua�on. The concept can be be�er explained through the following example
of such an object:
[
{
“name”: “execTime”,
“targetFunction”: “MIN”,
“combineFunction”: “MAX”,
},
{
“name”: “powerCons”,
“targetFunction”: “MIN”,
“combineFunction”: “SUM”,
}
]

In the example above, there is a list of two op�miza�on objec�ves. One of them is named “execTime”
and represents the total execu�on �me of the tasks, and the second one, named “powerCons”
represents their total power consump�on.
Let us begin by explaining the role of the “targetFunc�on” field. As it may be obvious by now, it means
to indicate which func�on should be used for the op�miza�on of each objec�ve. For instance, in this
example, both objec�ves must be op�mized using the minimiza�on func�on, which is reasonable since
both total execu�on �me and total power consump�on are considered to be improving as their value
gets lower.
The last field, “combineFunc�on”, albeit not that obvious, is of equal importance. It can be best
understood by extending the descrip�on of the example to include a task graph: the one shown in
Figure 28. We may also assume that there is a large number of hardware resources to schedule these
tasks on.
Figure 28 includes a total of three tasks, T0, T1 and T2. T0 and T1 are obviously independent from each
other, so their execu�on may occur simultaneously on different hardware resources. Nevertheless, T2
expects both T0 and T1 outputs to begin its execu�on. This implies that this task’s execu�on may not
begin before both T0 and T1 are completed. Furthermore, as made obvious through the annota�ons
next to the nodes that represent the tasks in the figure, tasks T0 and T1 require 1 second and 1.5
second, respec�vely, to complete their execu�on.
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FIGURE 28 A 3 TASK EXAMPLE
The dashed ver�cal line in the figure signifies the role of the “combineFunc�on”, whereas the arrow
poin�ng it indicates what happens in the case of the total execu�on time objec�ve, where the
“combineFunc�on” field is set to “MAX”. It indicates that in order to calculate the total execu�on �me
objec�ve in cases that a task, here T2, depends on more than one other task, here two, T0 and T1, the
maximum execu�on �me of these should be taken into account, regardless of the number of available
hardware resources at that �me.
The figure would be akin for the case of the total power consump�on objec�ve. However, this �me the
task graph would be annotated with power consump�on units for each task instead of �me units, and
the arrow poin�ng to the dashed ver�cal line of “combineFunc�on” would indicate that the “SUM”
func�on should be used rather than “MAX”. The reason for this is that from the perspec�ve of power
consump�on, the power consump�on of tasks T0 and T1 (each on the device it was executed on) should
be added together before evalua�ng the same objec�ve for task T2 (rather than only considering the
max value between them, as in the case of execu�on �me).

4.3.1.3 Available Hardware Resources
To correctly assign tasks to the available devices, the Planner needs to know which hardware resources
are available each �me in the cluster. Both node failures and device failures are increasingly common as
the infrastructure gets bigger. Therefore, some hardware resources may be properly set up and
configured at first but become unavailable for some periods at some point in the future.
The design of HAIER’s Planner takes into considera�on the possibility of such failures. Before any
scheduling decision is made, HAIER’s Planner polls the Resource Manager, a modified version of Apache
YARN, to retrieve the set of hardware resources that are available at the �me. As a result, it is ensured
that the produced plans do not assign tasks on devices that have been rendered unavailable for one
reason or another, which would be disastrous for the execu�on of the corresponding tasks and would
defeat the whole point of the scheduling and resource alloca�on procedure.

4.3.1.4 Cost Models of Op�miza�on Objec�ves
Last, but not least, HAIER’s Planner needs to use the cost models for each op�miza�on objec�ve set by
the client. This essen�ally cons�tutes the point of interac�on of the Decision Making Layer with the
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Intelligence Layer that has been presented in the previous chapter and includes the available Machine
Learning models. The Planner uses their es�ma�ons during the execu�on of the Nondominated Sor�ng
Gene�c Algorithm II for the evalua�on of each feasible solu�on according to the configured
op�miza�on objec�ves.

4.3.2 Planner’s Output
On the previous version of HAIER, the final output of the Planner used to be a task graph that greatly
resembles the one in the then-input. The reasoning behind this decision was that the effect of Planner’s
op�miza�on process should not impose any kind of significant overhead upon the rest of the system
and its ra�onale, nor to the volume of the ingress or egress data transferred to or from HAIER, or any
other component for that ma�er. Therefore, the difference between the input and the output task
graphs used to be merely an addi�onal annota�on to each node of the la�er (i.e., to each task to be
executed) with the hardware resource that has been allocated for it.
While this reasoning is solid, in the final version of HAIER where the integra�on with Apache Flink,
E2Data’s selected Big Data Framework, has been completed, annota�ng the input Flink JobGraph and
sending it back to Flink would be rather imprac�cal. It would also certainly be quite inefficient due to its
large size. To mi�gate this, we take advantage of the unique IDs that are assigned to each JobVertex
(i.e., task in the DAG) by Flink itself to refer to it, as well as a unique iden�fier for each allocated
hardware resource assigned by the modified Yarn (an accelerator name and the cluster node where it
resides). HAIER’s response to Flink consists of a list of pairs of these two kinds of unique iden�fiers
expressing the produced result, i.e. the mapping between each task to an allocated hardware resource,
which are both commonly known across all E2Data components involved here (i.e., HAIER, Flink and
Yarn). The list is properly serialized into JSON format so that it can be trivially and efficiently deserialized
and used on Flink’s side. Therefore, the func�onality has been improved while s�ll s�cking by minimal
data transfers over the network lest we introduce unexpected overhead and latency issues.
A real example of a HAIER’s response to an actual resource alloca�on request made by Flink 1.11.1 (as
appropriately modified by E2Data to be integrated with HAIER) for a KMeans use case is shown right
below, where the informa�on pairing each task to an available hardware resource as reported by Yarn is
made clear:
[
{
"id": {
"upperPart": 5077863193563290921,
"lowerPart": 8267104765286227518
},
"assignedResource": {
"maximumAllocation": 9223372036854775807,
"minimumAllocation": 0,
"name": "yarn.io/gpu-geforcegtx10606gb-0",
"units": "",
"value": 1,
"host": "gold2.cslab.ece.ntua.gr"
},
"children": [
{
"upperPart": 2545963044969161467,
"lowerPart": -2295488683209646452
}
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]
},
{
"id": {
"upperPart": 2545963044969161467,
"lowerPart": -2295488683209646452
},
"assignedResource": {
"maximumAllocation": 9223372036854775807,
"minimumAllocation": 0,
"name": "yarn.io/gpu-geforcegtx10606gb-0",
"units": "",
"value": 1,
"host": "gold2.cslab.ece.ntua.gr"
},
"children": [
{
"upperPart": 5859786593153582145,
"lowerPart": -1299566169265784706
}
]
},
{
"id": {
"upperPart": 5859786593153582145,
"lowerPart": -1299566169265784706
},
"assignedResource": {
"maximumAllocation": 9223372036854775807,
"minimumAllocation": 0,
"name": "yarn.io/gpu-geforcegtx10606gb-0",
"units": "",
"value": 1,
"host": "gold2.cslab.ece.ntua.gr"
},
"children": []
},
{
"id": {
"upperPart": 2471721838723215280,
"lowerPart": 7912079012819620041
},
"assignedResource": {
"maximumAllocation": 9223372036854775807,
"minimumAllocation": 0,
"name": "yarn.io/gpu-geforcegtx10606gb-0",
"units": "",
"value": 1,
"host": "gold2.cslab.ece.ntua.gr"
},
"children": [
{
"upperPart": 1847230212635000225,
"lowerPart": -3327519222070377873
}
]
}
]
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4.3.3 Candidate Solu�ons’ Evalua�on
In previous sec�ons, we discussed the theore�cal background which HAIER’s Planner has been built
upon, and especially the Nondominated Sor�ng Gene�c Algorithm II. In this sec�on so far, we have been
examining the kind of informa�on that the Planner has in its disposal, the concepts that this informa�on
represents, as well as the format in which it is acquired or represented.
This subsec�on aims to bridge the gap between the use of the aforemen�oned evolu�onary algorithm
and the informa�on that is given as input to the Planner. We have analyzed how does Nondominated
Sor�ng Gene�c Algorithm II work, as well as the reason that it is being employed (i.e., to calculate the
Pareto op�mal set of resource alloca�on instances). Yet, we have not discussed thoroughly what the
evalua�on of each candidate solu�on to the mul�-objec�ve op�miza�on problem at hand consists of.
We have men�oned that this evalua�on procedure includes the use of the Machine Learning models of
the Intelligence Layer (refer to Chapter 3 for more informa�on on that). It turns out, though, that it also
includes graph traversal logic, specifically tailored for the par�cular op�miza�on problem. To be more
specific, to evaluate each candidate solu�on, the Planner needs to traverse the task graph and calculate
the cost related to every node according to each of the configured objec�ves.
As a ma�er of fact, in the final version of HAIER there are two dis�nct custom algorithms that have been
developed to address this challenge. Of course, as usual, using any one of them has its own upsides and
downsides, but these should be no�ceable mostly at scale; in principle, they do not drama�cally affect
the results in small-scale or simple use cases. The two algorithms are otherwise seamlessly
interchangeable by design and due to their implementa�on (they are abstracted away through the use
of a classic GoF Strategy pa�ern). In addi�on, they are implemented in such a way that allows the
selec�on of one of them to be easily configurable sta�cally.
Both algorithms are custom variants of well-known graph traversal techniques. Therefore, on the one
hand we developed “Layered Evalua�on”, an algorithm based on Breadth-First Traversal, and the one
that had been presented on D4.2 as well. It is usually op�mal in terms of performance (i.e., execu�on
�me), but at the cost of reduced accuracy in the evalua�on of certain classes of candidate task graph
solu�ons. On the other hand, we also developed “Exhaus�ve Evalua�on”, a compara�vely far more
complex technique that performs Depth-First Traversals at its core. As its name may be sugges�ng, this
algorithm offers great accuracy in the evalua�on of all candidate task graphs, thus unleashing the full
poten�al of the Machine Learning models backing it, but (as there is no such thing as free lunch) at the
cost of slightly degraded performance in terms of execu�on �me per candidate solu�on evalua�on.
In the rest of this subsec�on, we move on to describe each of the two algorithms separately, diving into
the core of their ra�onale whenever deemed necessary.

4.3.3.1 Layer Evalua�on
The first algorithm that we designed is largely based on the tradi�onal algorithm for Breadth-First
Search, with appropriate adjustments so as to suit our case. This is fortunate as it ensures �me
efficiency by keeping the �me complexity low. To be precise, the �me complexity of our case in terms of
Big O nota�on is Θ(V + E), where V and E denote the cardinality of the sets of ver�ces and edges in the
graph, respec�vely, which are directly translated into the number of tasks and their data dependencies.
As we aim to explain in detail, this is achieved by achieving to complete all required preliminary
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processing of the graph within a single pass of its adjacency list. Thereby, the graph is fully prepared for
further calcula�ons that should be required for various objec�ves that have been configured -- normally
expec�ng no more than Θ(V) per objec�ve (again, expressed in terms of Big O nota�on).
Without further ado, we move on to present the logic behind this preliminary processing. Its main
purpose is to split the nodes of the given task graph into separate layers. Nodes within the same layer
represent tasks, the execu�on of which may be scheduled to occur simultaneously on different
hardware resources. Regarding nodes that live in a different layer from one another, there is a strong
indica�on that there might be some sort of data dependency between them; thus, their execu�on
should be�er be serialized.
Figure 29 depicts the task graph that was presented in Figure 27, a�er the processing of the graph to
split the tasks into layers.

FIGURE 29 THE TASK GRAPH OF FIGURE 27 SPLIT INTO LAYERS.
To split the nodes into layers, we assume that the layers are numbered, star�ng from Layer 0. First, we
allocate an in-memory data structure that implements an ADT with FIFO seman�cs, such as a linked list
along with the “enqueue”, “dequeue” and “isEmpty” func�ons/methods to operate on it. This data
structure, henceforth referred simply as “Queue”, is then ini�alized with the “root” (or “source”) nodes
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of the task graph, i.e. the tasks the execu�on of which does not depend on any other task.
Subsequently, we loop through the Queue un�l it is emp�ed. On each itera�on, we dequeue a node, go
through its children nodes, and proceed to fix each child node’s layer by se�ng it to be equal to its
parent’s layer incremented by one. Last, we enqueue every child node of the currently examined parent
node, regardless of whether that node has been re-examined before.
The calcula�on of the �me complexity of our algorithm should now be obvious. In essence, we examine
each node mul�ple �mes (as many �mes as this node is present in the adjacency list of the task graph),
but in a sound and efficient order that is dictated by a Breadth-First Search-like traversal.
From this point on, the evalua�on of the cost of a task according to each objec�ve takes place on the
basis of the preprocessed (“layered”) task graph. A combina�on of the “targetFunc�on” and the
“combineFunc�on” (which were presented in §4.3.1.2 and should be even more clear by now) is used,
as well as the cost es�ma�on provided by the Intelligence Layer.

4.3.3.2 Exhaus�ve Evalua�on
HAIER Planner’s second evalua�on algorithm was actually developed to address the accuracy
shortcomings of the “Layered Evalua�on”, and this is in fact the first �me being described, since it was
s�ll under heavy development when D4.2 was published. It is focused on calcula�ng the execu�on �me
of a candidate annotated task graph.
The central idea that undergirds the Exhaus�ve Evalua�on algorithm is that one of the most reliable
ways to achieve great accuracy in a candidate solu�on evalua�on (i.e., a task graph properly annotated
with the candidate hardware resource alloca�ons) is to effec�vely simulate its execu�on on the Big Data
Framework, under the assump�on that the Intelligence Layer’s models’ predic�ons are accurate. Of
course, the simula�on does not include the actual execu�on of the tasks; it rather conceptually follows
the flow of their distributed execu�on across all of the available nodes and accelerators of the
underlying cluster. In this way, it is possible to deduce a sufficiently accurate predic�on for the total
execu�on �me of a par�cular task graph.
To follow the execu�on of the tasks and to efficiently accomplish a simula�on, we need to map the
execu�on of the tasks to a number of steps. However, since �me is a con�nuum, its values are
expressed with real numbers, hence best represented with IEEE 754 double-precision floa�ng-point
numbers. To deal with this inconvenience, all predicted values for the execu�on �me that are retrieved
from HAIER’s Intelligent Layer are converted to integer numbers. Subsequently, we calculate the integer
�me quantum to be used as the �me step of the simula�on by calcula�ng the greatest common divisor
(GCD) of all these integer predicted values (the computa�on is performed by repeatedly applying the
Euclidean algorithm on integer pairs based on the proper�es of commuta�vity and associa�vity of the
GCD as an operator).
Having an appropriate �me quantum computed, we can use it as an induc�on variable for the core loop
construct of the simula�on. Any event that is “interes�ng” with respect to HAIER Planner’s ambi�ons
(i.e., tasks beginning or finishing their execu�on) may only happen at some mul�ple of the �me
quantum, i.e., at a loop itera�on. Therefore, a�er storing in appropriate in-memory data structures both
the state of the available accelerators in the cluster and the state of the execu�on of the task graph
annotated with the candidate hardware resource alloca�ons, it can proceed with the simula�on of the
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execu�on by going through the edges of the DAG, conceptually “scheduling” its tasks on available
accelerators in the cluster and keeping track of their execu�on �mes.
An important caveat that we should keep in mind is that the candidate execu�on plan to be evaluated is
produced by an evolu�onary algorithm, which has neither knowledge nor any no�on at all of the nature
of the mul�-objec�ve op�miza�on at hand. In other words, the candidate solu�ons as far as it is
concerned are merely plain bit strings. The reason that renders this note important is that as a
consequence of it some of the candidate plans, especially during the first few genera�ons where
randomness dominates over the popula�on, are expected to be completely nonsensical. Nevertheless,
not only should our algorithm be able to evaluate them correctly, but as a ma�er of fact their
elimina�on from the popula�on depends and is under the total control of our algorithm and its
capability to evaluate them correctly!
Let us now examine how the above caveat may affect the ra�onale of the simula�on. The crucial
observa�on is that it is generally possible for a number of these candidate execu�on plans to create
ambiguous states with respect to our simulator’s scheduling decisions. For instance, at any one point
(i.e., loop itera�on) during the simula�on, two or more tasks might be assigned to the same hardware
resource, which might also happen to be available at that �me. Which of these tasks should really be
scheduled for execu�on first? Each such scheduling decision can poten�ally alter the result of the
evalua�on of the total execu�on �me of the whole task graph, since it would also affect all tasks in the
task graph that are descendants of the contender tasks at hand. To see the challenge in its full scale, we
should consider that this situa�on could theore�cally emerge repeatedly a large number of �mes (to be
precise, a number that is exponen�ally related to the cardinality of the task graph’s vertex set, i.e., the
number of tasks), but also that it unpredictably may or may not emerge at all. In addi�on, we should
bear in mind that this concerns the evalua�on of a single candidate plan, but a single genera�on may
consist of a great number of candidate plans, while the number of genera�ons itself is usually
configured to be about a dozen of thousands in HAIER Planner’s multi-objec�ve op�miza�on problem.
To effec�vely deal with the growing complexity of the issue in a generic and efficient manner, we have
carefully designed and implemented the Exhaus�ve Evalua�on algorithm as an abstract machine that
simulates arbitrary execu�ons of task graphs. The design includes factoring out a minimal state that
iden�fies each simula�on (e.g., �me step, accelerators’ state, task graph progress, etc), and having the
algorithm deep-cloning the state whenever an alterna�ve simula�on may arise (i.e., cloning and storing
the “simula�on context”) and “context switching” between all these different simula�ons that may
arise. In other words, in a way, this abstract machine for execu�on simula�ons detects all possible
ambiguous scheduling decisions and simulates all of them, before aggrega�ng their results, thus
essen�ally performing a sort of Depth-First traversal of the task graph (but only when this is necessary).
The aggrega�on of the possible simula�on results may happen in a number of ways, such as by
compu�ng the mean value, or the median, but this is configurable and actually easily extendable to
more sophis�cated methods, as it is decoupled from the rest of the algorithm.
The nature of the subject may give rise to an extended discussion regarding both its algorithmic aspect
as well as the implementa�on itself. However, at this point we refrain from further delving into it lest
we deviate from the scope of this text.
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4.3.4 HAIER’s Integra�on Points & REST API over HTTP
4.3.4.1 Integra�on Points & Communica�on Pa�erns
HAIER is a central component of E2Data’s architecture. Apart from its func�onality being at the core of
the purpose of E2Data, HAIER rou�nely communicates with almost every other component in the
architecture. This is a fact that renders its design and its implementa�on akin to tradi�onal serviceoriented and distributed system development pa�erns, and explains the presence of numerous
integra�on points with these components. Namely, HAIER communicates with:
1. Flink, E2Data’s selected Big Data Framework, to retrieve a task graph, annotate it properly with
the hardware resources alloca�on and send it back to Flink;
2. Yarn, E2Data’s Resource Manager, to retrieve the available hardware resources every �me a
resource alloca�on request needs to be sa�sfied;
3. Tornado Virtual Machine, which is used to extract OpenCL code features from the user-defined
Java code that can be retrieved through Flink’s JobGraph;
4. the Graphical User Interface (GUI) component of E2Data, which can be used to allow the user to
intervene in the resource alloca�on decisions which would otherwise be taken solely by HAIER,
in a way that will soon be made crystal clear.
In this subsec�on we are focusing mainly on communica�on pa�erns that govern the interac�on of
HAIER with E2Data architectural components over the network. Among those in the above list, HAIER
acts purely as a client for one of the components and mainly as a backend for the other three
components.
HAIER acts always as a client to Yarn, the Resource Manager: Yarn is considered to be always up and
running, wai�ng to serve HAIER’s requests for currently available hardware resources on which task
ver�ces of the DAG can be poten�ally assigned. Therefore, HAIER is always the ini�ator in this
communica�on pa�ern, and Yarn is always the side that serves the informa�on and responds to HAIER’s
requests.
In contrast to the above, HAIER acts always as a backend server to E2Data’s Flink Big Data Framework:
Flink’s client has been modified for the purposes of E2Data so that it is able to send a JobGraph to
HAIER, block while wai�ng for HAIER’s response that contains the annota�on to the JobVer�ces and
then incorporate the annota�ons returned by HAIER into an enriched JobGraph structure. Therefore,
HAIER is never the ini�ator in this communica�on pa�ern, and Flink is always the side that triggers
HAIER’s sophis�cated resource alloca�ng func�onality via an HTTP request on an appropriately exposed
HTTP endpoint.
Similarly, HAIER always acts as a server for the Tornado Virtual Machine: apart from its use by HAIER as
an OpenCL kernel code feature extractor, HAIER exposes an HTTP endpoint to receive profiling
informa�on for past task execu�ons on accelerators in the cluster; this informa�on may be fed back into
the Intelligence Layer to further tune its AI-fuelled sophis�ca�on. HAIER is thereby never the ini�ator of
this communica�on pa�ern either, whereas the Tornado Virtual Machine opera�ng at the level of
E2Data Flink’s Task Manager is always the component triggering this sort of feedback-based fine tuning
of HAIER.
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HAIER typically acts as a backend server for the Graphical User Interface component of E2Data, in the
sense that it is always the GUI that ini�ates their communica�on, by reques�ng all candidate execu�on
plans for a par�cular Flink Job (i.e., for a task graph). HAIER’s response to this request is a JSONserialized list of tuples that represent the Pareto front for the multi-objec�ve op�miza�on problem at
hand. In the par�cular case of E2Data, this turns out to be a list of pairs of floa�ng-point numbers, the
predicted execu�on �me and the predicted power consump�on, respec�vely, for each candidate
hardware resource alloca�on plan.
If HAIER’s “GUI-mode” switch is enabled, HAIER pauses its op�miza�on procedure when the Pareto
front has been calculated, wai�ng for the GUI to pick up the candidate execu�on plans for visualiza�on
via a request to a dedicated HTTP endpoint with REST seman�cs. Un�l then, the GUI might be polling for
the Pareto front on the same endpoint. A�er delivering it, HAIER remains blocked wai�ng for the user’s
selec�on of an execu�on plan, again on the same endpoint but with a dis�nct HTTP verb this �me. A�er
the user's selec�on has been successfully submi�ed, HAIER proceeds as usual, responding to Flink with
the selected hardware alloca�on mapping.
Moreover, there are a few dedicated HTTP endpoints that allow the dynamic reconfigura�on of HAIER
Planner’s parameters that concern the underlying gene�c algorithm implementa�on. For instance, both
the total number of genera�ons as well as the total number of produced Pareto-op�mal candidate
execu�on plans are configurable at run�me through HAIER’s HTTP endpoints.

4.3.4.2 RESTful API over HTTP powered by JSON
HAIER’s RESTful HTTP API has been carefully designed and documented as per the OpenAPI 3.0.3
Specifica�on3, thus inheri�ng all the benefits of its use. The related YAML document can be found at the
root directory of HAIER’s delivered repository. Reproducing it here in all its length would certainly be
imprac�cal. Instead, we merely enumerate the list of the available HTTP endpoints and verbs that each
cons�tutes a RESTful opera�on.
●
●
●
●
●
●
●

POST /e2data/flink-schedule
POST /e2data/profiling
GET /e2data/nsga2/params
PUT /e2data/nsga2/params
GET /e2data/nsga2/{jobId}/plans
POST /e2data/nsga2/{jobId}/plans
GET /e2data/logs

For a descrip�on of their use, the URL or query parameters that they may receive, the request and
response bodies that they respec�vely accept and return, all their possible response status codes, and
further informa�on about them, one can refer to the aforemen�oned OpenAPI 3 specifica�on
document.

4.3.5 An Addi�onal Shout-Out On the Implementa�on
Throughout the whole chapter, we deliberately avoid diving deep into the implementa�on specifics of
the Planner. Notwithstanding the importance of technical details, the aim of this document is to provide
3

h�ps://swagger.io/specifica�on/
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a bigger picture of the delivered so�ware, whereas our well organized, thoroughly commented,
produc�on-quality codebase may speak for itself to the interested technical expert that wishes to delve
into the ma�er in such detail.
Nonetheless, there are some ma�ers that should be discussed that revolve around the implementa�on,
as well as acknowledgements to the world of free and open-source so�ware that need to be properly
a�ributed.
Upon the ini�al design a�empts of the Planner, we faced a cri�cal dilemma: should we re-implement
Nondominated Sor�ng Gene�c Algorithm II from scratch, or should we search for an implementa�on of
it in the wild? Although the former op�on may sound more challenging, the la�er would involve a series
of tests, third-party code reviews and benchmarks to validate that the implementa�on is correct,
efficient and that it suits our needs.
Fortunately, rather than reinven�ng the wheel, we chose to put into use a well-known, free and opensource Java library instead. This is called “MOEA Framework” [20] , and includes implementa�ons of a
plethora of mul�-objec�ve op�miza�on algorithms -- and NSGA-II is among those algorithms, too. It has
been thoroughly tested, carefully op�mized and “ba�le-hardened” over the years of its development
and its extensive use.
By leveraging the MOEA Framework, we merely had to properly model the mul�-objec�ve op�miza�on
problem of HAIER’s Planner a�er a set of classes provided by the framework. Then, we had to carefully
override specific methods, before following the library’s well documented instruc�ons on how and at
which point to invoke them within our code. Thanks to the MOEA Framework, our design itera�ons, as
well as the development, was smooth yet efficacious.
The same goes for a big number of other open-source Java libraries and frameworks that have been
extensively used to facilitate HAIER’s development and deployment process. Men�oning all of them is
out of the scope of the specific text, but Jax-rs, Jersey, Jackson, Gson, Je�y and Maven are only some of
these tools, without which the development of HAIER would definitely be an even more difficult
undertaking.
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5. YARN
Α key component for the E2Data ecosystem is its Resource Manager, i.e. the component that is aware of
all the available hardware of the underlying system and its capabili�es, which is able to:
1. list all the devices that are able to run a specific task, taking into considera�on their availability,
2. containerize them in order to create an isolated and dedicated execu�on environment for each
task.
The need for such a system became apparent when we discussed the design and implementa�on of our
Hardware Aware Planner, HAIER, in subsec�on 4.3. However, HAIER is not the only component the
opera�on of which relies on the existence of a Resource Management Framework (RMF). Other E2Data
components, e.g. Flink, rely on the intel the RMF provides. As a ma�er of fact, it would not be an
exaggera�on to say that the implementa�on of an intelligent, well-designed, heterogeneity-aware
Resource Manager is of paramount importance for the E2Data system as a whole.
Ul�mately, what we need is an RMF that lives at the heart of the E2Data so�ware stack which will be
responsible for monitoring cluster u�liza�on, dynamically acquire resources, dispatch tasks to them and
provide fault-tolerance at the hardware level. Moreover, it is this component that the E2Data scheduler
(HAIER) will contact in order to learn about the cluster status and take educated decisions on the
execu�on of a job.

5.1 Apache YARN
In E2Data, we use Apache YARN for managing resources. YARN (Yet Another Resource Nego�ator)
features a JVM-based, distributed master slave architecture. The most basic components that comprise
the Apache YARN ecosystem are the following (Figure 30):
● The ResourceManager, who acts as a master, is the ul�mate authority that arbitrates
resources among all the applica�ons in the system.
● The NodeManager is the per-machine framework agent who acts as a slave and is
responsible for the running containers: monitoring their resource usage and repor�ng it to
the ResourceManager. By con�nuously aggrega�ng informa�on from all NodeManagers, the
ResourceManager maintains a real-�me u�liza�on overview of the whole cluster.
● The per-applica�on Applica�onMaster is, in effect, a framework specific library and is tasked
with nego�a�ng resources from the ResourceManager and working with the
NodeManager(s) to execute and monitor the tasks.
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FIGURE 30 AN ABSTRACT OVERVIEW OF THE APACHE YARN ARCHITECTURE AND DEPLOYMENT ON A CLUSTER

5.1.1 Reasons for adop�ng Apache YARN
Apache YARN is one of many Resource Management Frameworks (RMF) that could serve the needs
of the E2Data project. However, there are several major advantages that the adop�on of Apache
YARN offers:
1. Na�ve support for managing hardware accelerators
Tradi�onally, the resource types a YARN NodeManager could manage were CPU,
memory, disk and network. Nevertheless, as per YARN 3.0.0, hardware accelerators such
as GPUs and FPGAs are also na�vely supported. An applica�on can request YARN
containers and specify in a straigh�orward manner how many and what type of
accelerators (GPU/FPGA) each of them should have. However, there are some
limita�ons regarding the discovery, the containeriza�on and, ul�mately, the u�liza�on
of the accelerators of an heterogeneous cluster, as per the YARN version used in this
project (3.1.1). These limita�ons were li�ed and the process of achieving this will be
thoroughly presented and discussed on the following sec�ons.
2. Easy integra�on with JVM-based Big Data frameworks
E2Data considers Flink applica�ons as first-class ci�zens in the Big Data processing realm
and opts for their op�miza�on. As both Flink and YARN are developed with JVM-based
technologies, they can be easily integrated and �ghtly coupled. YARN also comprises the
main RMF alterna�ve of several other data processing frameworks (e.g., Apache Spark).
By building our system on top of YARN, we can keep it Flink independent for a large part
of the E2Data codebase. This can put the founda�ons for establishing heterogeneous
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processing in a broader category of Big Data frameworks.
3. Large
user-base,
promising
for
adop�on
in
prac�ce
As YARN is used by mul�ple Big Data frameworks, it is the de-facto standard for
resource management in the Apache ecosystem. As YARN has already gained the trust
of the public in both academia and industry, a solu�on based on it can be easily adopted
in prac�ce.

5.2 The need to extend YARN
While the benefits stemming from YARN are mul�ple, it cannot be used intact in the E2Data
architecture. The design of E2Data requires fine-grained control over the hardware resources.
An accelerator (i.e. a GPU or an FPGA) of a specific type may be more advantageous than another one
for a given task. Thus, the desired behavior of HAIER is to request from the ResourceManager a
container equipped with the specific accelerator. However, this is not a supported func�onality in YARN
as it does not make any dis�nc�on among hardware devices of the same kind. In other words, YARN
treats a physical machine with more than one GPUs/FPGAs as having mul�ple GPU/FPGA instances -and
thus being able to create the corresponding number of accelerated containers-, without making any
further differen�a�on. For example, YARN offers no way to choose between a low-end and a high-end
GPU of a machine for a specific task, a func�on that HAIER relies on.
Moreover, as of the latest version of YARN (3.3.0 at the �me of wri�ng), the only FPGA plugin that is
shipped with YARN is the IntelFpgaOpenclPlugin, targe�ng Intel FPGAs only. Due to the composi�on of
the testbeds of our project, we had to create a Plugin to target Xilinx FPGAs instead.
Last but not least, the default discovery mechanism of YARN is not well suited for the needs of E2Data.
YARN discovers the accelerators of the cluster by querying vendor specific binaries and parsing their
outputs. Specifically:
●
●

YARN discovers available GPU devices using the nvidia-smi binary.
As aforemen�oned, YARN discovers available FPGA devices using the Intel FPGA toolchain.

Consequently, YARN can only discover and handle NVIDIA GPUs and Intel FPGAs. In E2Data, this is a
constraint that has to be li�ed; the E2Data so�ware stack needs to be able to discover and u�lize all of
the accelerators that are present on the underlying cluster, regardless of their vendor. We thoroughly
discuss our mi�ga�ons regarding this restric�on imposed by YARN on the following sec�ons.
For these reasons, we have done pilot changes to Apache YARN and have implemented the addi�onal
features for the fine-grained monitoring and management of the hardware accelerators, both GPUs and
FPGAs. Our version of feasibility study can be found at E2DataYARN. This repository will soon be forked
from the main YARN development to bring E2Data changes upstream to YARN. The following sec�ons
present the work that was done in order to mi�gate the deficiencies and restric�ons imposed on the
E2Data so�ware stack by YARN.

Page 53 of 64
Co-funded by the Horizon 2020 Framework
Programme of the European Union under
Grant Agreement nº 780245.

Partners
EXUS (Coordinator), UNIMAN, ICCS, DFKI, NEUROCOM,
KALEAO, CTI DIOPHANTUS, SPARKS, iProov

www.e2data.eu

5.3 YARN Implementa�on Changes
In this sec�on, we will present the changes performed on the YARN codebase in order to meet the
E2Data project needs. We will further subdivide this sec�on into 3 parts.
In subsec�on 5.3.1, we will discuss our solu�on on the problem regarding YARN’s inablity to dis�nguish
between mul�ple and/or different accelerators on the same physical machine.
In subsec�on 5.3.2, we will present our altera�on of the accelerator discovery mechanism implemented
in YARN, where we eliminate the dependency on vendor-specific binaries and rely on the OpenCL
framework.
Finally, in subsec�on 5.3.3, we deal with the implementa�on of a plugin for Xilinx FGPAs.

5.3.1 Differen�a�on between mul�ple accelerators
5.3.1.1 Configura�on of accelerators
Each NodeManager of a YARN cluster can be configured to manage a set of accelerator types. This can
be done through the yarn.resource-types property of the resource-types.xml configura�on file. By
default, the only valid values for this property are (i) yarn.io/gpu and (ii) yarn.io/fpga. In this way, GPU
and FPGA based accelera�on is enabled.
Upon star�ng up a new NodeManager daemon, the resource-types.xml file is checked and, if the
yarn.resource-types property is set, YARN does the following:
1. Contacts a third-party vendor-specific u�lity (e.g., nvidia-smi) in order to get all the required
informa�on about the configured accelerator type.
2. Ini�alizes a ResourcePlugin, which is an internal structure responsible for handling the
corresponding resource.
3. Registers the newly created ResourcePlugin to the ResourcePluginManager. This is a
dic�onary-like structure which is unique per NodeManager.

5.3.1.2 Configura�on restric�ons
As it is YARN that allocates resources during execu�on, it should be able to get as input a hardware
device and dispatch a task to it. However, in a YARN installa�on, when GPUs and/or FPGAs are the case,
a NodeManager can only be aware that an accelerator exists or not. It cannot tell the differences among
various similar devices and cannot pick the specific one that the user (or a scheduler) instructs it to.

5.3.1.3 Mi�ga�on
The key idea for providing fine-grained control over accelerators of the same type (e.g., GPU) is to
instan�ate mul�ple ResourcePlugins where each of them corresponds to a device of different processing
capabili�es. Let us examine for example the GPU case. In the default version of YARN, GPUs are
managed through the GPUResourcePlugin and there is only one such plugin instan�ated per Node
Manager. Thus, YARN treats all GPU devices of a physical node in the same way. To remedy this, we
allow the existence of mul�ple GPUResourcePlugins per NodeManager, where each of them is
customized and bound to a specific device model. For example, a NodeManager in the E2Data YARN
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may have a GPUResourcePlugin which is responsible only for the management of Tesla V100-SXM232GB GPUs. Therefore, monitoring or reques�ng accelerators of a specific type and model (e.g., Tesla
V100-SXM2-32GB GPU) directly translates to accessing the corresponding plugin that is maintained in
the ResourcePluginManager.
For enabling GPU usage, YARN uses several internal structures that are managed by the corresponding
GPUResourcePlugin. Thus, there is a chain of modifica�ons that need to be performed In order to
support mul�ple plugins per physical node. To that end, we have also modified the:
GpuResourceAllocator,
GpuNodeResourceUpdateHandler,
GpuResourceHandlerImpl
and
CGroupsHandlerImpl YARN classes.
Lastly, when it comes to containeriza�on, YARN uses the DefaultContainerExecutor. For enabling
isola�on when using hardware accelerators, we must enforce the use of the LinuxContainerExecutor.
The LinuxContainerExecutor achieves isola�on by employing cgroups. Thus, cgroups should be mounted
in the target machine. Therefore, to correctly deploy YARN with cgroups in our setup, we had to
manually create the cgroups yarn hierarchy.

5.3.2 Accelerator discovery via the OpenCL framework
As it has been men�oned several �mes so far, the accelerator discovery mechanism of YARN relies
solely on vendor-specific binaries and toolchains. This limita�on has two aspects that both need to be
dealt with:
1. By depending on vendor-specific tools to retrieve all the necessary informa�on for an
accelerator confines us to accelerators of these par�cular vendors. More specifically, YARN is
shipped with the ability to discover and manage NVIDIA GPUs only, via the nvidia-smi binary
tool.
2. Even if the vendor constraint was not a problem, we would s�ll need to find out if the
accelerators we discover are OpenCL-enabled, i.e., if they have the OpenCL drivers installed,
which is of paramount importance for the E2Data project; a�er all, the tasks that will ul�mately
be executed on accelerators are OpenCL kernels. Therefore, having the ability to discover,
manage and containerize an accelerator which is not OpenCL-enabled is not useful at all,
regardless of the vendor-related restric�on.
We decided to mi�gate both of these problems in one way, by completely redesigning and
reimplemen�ng the accelerator discovery mechanism almost from scratch.
More specifically, we built our custom discovery mechanism around the usage of the OpenCL
framework, which provides an API to discover OpenCL-enabled devices and to retrieve informa�on
about them including, but not limited to, device name, type (e.g. GPU, FPGA) and availability. This way,
we were able to completely remove most of the default accelerator discovery mechanism of YARN and
replace it with a lightweight OpenCL-based discovery process, which scales uniformly and independently
of the number, type and/or vendor of the accelerators we have (or want to add) to the underlying
cluster.
Therefore, we managed to mi�gate the two restric�ons listed above:
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1. We have no dependency on vendor-specific binaries for the accelerator discovery phase
anymore. If an accelerator, regardless of its type and vendor, is OpenCL-enabled, YARN is now
able to discover and manage it.
2. Due to the fact that the new discovery process relies on the OpenCL framework, we are
guaranteed to discover and report devices to the rest of the E2Data so�ware stack that have the
appropriate OpenCL drivers installed and can therefore execute E2Data tasks, which are
exclusively OpenCL kernels.
To implement the above, we u�lized the JavaCL library which provides OpenCL bindings for Java in order
to query the underlying OpenCL run�me for the OpenCL-enabled devices [25] . We implemented an
OpenCLDevice class to encapsulate the OpenCL-related informa�on for each device discovered, and we
heavily modified the following classes, mainly by removing large por�ons of them related to the
invoca�on and output parsing of vendor-specific tools and replacing them with the much lighter usage
of the JavaCL library: GpuDevice, GpuDiscoverer, GpuResourcePlugin, GpuDeviceInforma�on and
PerGpuDeviceInforma�on.

5.3.3 Implementa�on of a plugin for Xilinx FPGAs
As aforemen�oned, YARN ships with the IntelFpgaOpenclPlugin only. Therefore, implemen�ng an extra
plugin so that YARN is able to discover and manage Xilinx FPGAs was needed.
Luckily, the IntelFpgaOpenclPlugin code and its related classes -most notably the
AbstractFpgaVendorPlugin class- are well documented with instruc�ons on how to implement a plugin
for a different vendor. By following these instruc�ons, we were able to implement a
XilinxFpgaOpenclPlugin class to support Xilinx FPGAs. We relied on the usage of xocc, the Xilinx FPGA
toolchain, mimicking the usage of aocl, the respec�ve u�lity for Intel FPGAs, in the
IntelFpgaOpenclPlugin class.
We also implemented an FPGADiscoveryStrategy of our own, by crea�ng the
OpenclBasedFPGADiscoveryStrategy class, in order to create an FPGA discovery mechanism relying on
the OpenCL run�me via the JavaCL library once again.
Last but not least, It is important to highlight the fact that we have some addi�onal restric�ons
regarding the vendor of the device when it comes to FPGAs. More specifically, the reprogramming of the
accelerator (a prerequisite that does not apply in the case of the GPU accelerators) has to be done
through the respec�ve (proprietary) toolchain and, unfortunately, independently of the OpenCL
run�me. This is highlighted by the fact that the hostcode of an OpenCL applica�on that is intended to
run on an FPGA cannot use the clCreateProgramWithSource OpenCL C API method, which takes an
OpenCL kernel file as input and handles every stage of the compila�on. Only the
clCreateProgramWithBinary can be used, which takes the FPGA bitstream of the OpenCL kernel as input.
This means that the compila�on and FPGA reprogramming phase must have preceded for the kernel
execu�on to take place. In conclusion, when it comes to FPGA accelerators, we can be independent of
vendor-specific u�li�es and toolchains only when it comes to device discovery and (compiled) task
execu�on. Due to the nature of the FPGAs’ hardware and the need for device reprogramming, it is not
possible to rely solely on the OpenCL run�me for the compila�on phase.
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6. Experimental Evalua�on
In this sec�on we experimentally evaluate the performance of HAIER when performing single- or mul�objec�ve op�miza�on with respect to: (i) the op�mality of yielded plans, (ii) the number of available
hardware devices for each task and (iii) the workflow complexity. For these experiments, we use
synthe�c wor�lows generated through the Pegasus workflow generator [21] . This gives us the
flexibility to create arbitrarily large graphs and test complex topologies that are more difficult to obtain
in prac�ce. To perform op�miza�on, HAIER requires performance profiles for each task of a job. As
Pegasus operators are synthe�c, and do not contain actual source code, models have to be simulated.
For every targeted op�miza�on objec�ve Mi (e.g., execu�on �me, power consump�on, etc.), we
randomly assign a value domain of the form Ri = (0, Ni ]. The Mi value of each task is selected uniformly
at random in Ri.

FIGURE 31 HAIER PERFORMANCE VS. NUMBER OF WORKFLOW NODES
Figure 31 presents the performance of HAIER for the 2-objec�ve op�miza�on problem, when ranging
the number of workflow nodes from 30 to 1000, considering 4 alterna�ve hardware devices for each
task. We observe that the algorithm scales linearly with the graph size. Even under the extreme scenario
of 1000-node workflows, which is rather impossible to occur in a Flink job, the overhead of HAIER is less
than 12 seconds in all runs. An average 30-node workflow, can be op�mized and scheduled for
execu�on in the sub-second �me-scale. This also holds for real-life workflows, which require planning
�mes in the order of milliseconds. This allows us to expect that HAIER can handle the most complex
scenarios with negligible overhead compared to the total execu�on �me of the analy�cs job itself.
In the next experiment, we inves�gate the quality of the execu�on plans that HAIER selects in both the
single- and mul�-objec�ve policy scenarios, as well as the cost for discovering them for all employed
planning algorithms. As a baseline, we implement an exhaus�ve algorithm that enumerates all possible
execu�on plans of a workflow and selects the op�mal one(s). The complexity of it is exponen�al to the
number of tasks (workflow nodes) and highly affected by the number of available hardware devices for
each operator. As the cost of construc�ng the op�mal solu�on for the Pegasus graphs is prohibi�ve, for
this experiment we use a smaller synthe�c graph of 10 nodes. This is the largest graph size on which the
exhaus�ve algorithm successfully runs in our machine. The synthe�c graph has been created by
removing nodes from the smallest available Montage graph un�l we end up with 10 nodes. We assume
that all operators have the same number of available engines, which ranges from 2 to 5.
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FIGURE 32 RELATIVE ERROR COMPARED TO OPTIMAL PLAN

FIGURE 33 HAIER PERFORMANCE OVERHEAD

FIGURE 34 PARETO PLANS FOR 2-OBJECTIVE OPTIMIZATION
Figure 32 plots the rela�ve error between the cost of the selected and the cost of the op�mal plan as
the number of operator alterna�ves increases, when using three algorithms: a dynamic programming
approach (DP-Planner) and two varia�ons of HAIER, the light one that runs NSGA-II for 100 genera�ons
and the heavy one that runs for 1000 genera�ons. The more the genera�ons, the longer it takes for the
algorithm to execute but the closer the results are to the op�mum. As expected, DP-Planner always
achieves op�mal results. Zero rela�ve error is also observed for the heavy version of HAIER, since it
performs a more extensive search of the solu�on space. The light version of HAIER, configured to run for
an order of magnitude less genera�ons, deviates from the op�mum, but s�ll achieves an error less than
30%. Moreover, in that case, the number of available devices has a monotonically increasing effect on
the rela�ve error. Figure 33 presents the corresponding planning �mes. We see that the exhaus�ve
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algorithm, denoted as Exhaus�ve, very soon becomes unaffordable even for small graphs: For 5
available devices per operator, the algorithm needs almost an hour to inves�gate all possible plans. The
fastest planning algorithm is DP-Planner, requiring at most 35 msec for discovering the op�mal plan. The
light version of HAIER follows, with a constant planning �me of around 110ms. The heavy version of
HAIER is 2 orders of magnitude slower than the light one. Even so, it requires less than 10 seconds to
provide results, �me certainly affordable especially when the quality of results is the desideratum.
Next, we consider two op�miza�on objec�ves, Objec�ve 1 and Objec�ve 2, under the same experiment
configura�on. In this case the planner returns a set of approximate Pareto-op�mal execu�on plans. DPPlanner is unable to handle mul�-objec�ve planning, thus only the two varia�ons of HAIER are
evaluated. Figure 34 plots all possible execu�on plans in terms of their Objec�ve 1 and Objec�ve 2
values in grey, considering 4 alterna�ve devices/operator. The black marks depict the Pareto-op�mal
fron�er [22] , as designated by the exhaus�ve algorithm. The heavy version of HAIER produces the plans
in red while the light version the plans in blue. Both HAIER varia�ons result in plan sets that lie close to
the Pareto-op�mal ones and cover their en�re fron�er, with HAIER heavy producing results closer to
op�mal. To quan�fy the quality of the two HAIER versions, we calculate the Hausdorff distance [23]
between resul�ng plan sets and the Pareto-op�mal one (as calculated by the exhaus�ve algorithm). The
Hausdorff distance is a metric that measures how far two subsets of a metric space are from each other
and is defined as the greatest of all distances from a point in one set to the closest point in the other set.
More formally, assuming A is the approximate plan set and P the pareto op�mal one, the Hausdorff
distance between the two sets is dH (A, P) = max∀a∈A{min∀p∈P {d(a, p)}}, where d(a, p) is the Euclidean
distance between points a and p. For the experiment of Figure 2.c, it holds that dH (A, P ) = 15.6 for
HAIER heavy and dH (A, P ) = 60.7 for HAIER light. The plan set produced by the heavy version of HAIER is
4x closer to the Pareto-op�mal than the one produced by the light version. Experiments with ranging
the number of alterna�ve devices per task show no qualita�ve difference.
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6. Conclusions
In this deliverable, we presented the implementa�on details of the final version of HAIER, which
includes both the Intelligence as well as the Hardware-Aware Planner layers.
For the Intelligence layer, sophis�cated models capturing OpenCL code performance and energy
efficiency over the testbed CPU and GPUs have been trained using kernels from the popular Rodinia
benchmark. Appropriate feature engineering and data prepara�on have been applied to obtain accuracy
as high as possible, achieving an accuracy of more than 90% for predic�ng the execu�on �me and 83%
for predic�ng the power consump�on of a kernel over any device of our testbed.
For the Hardware-Aware Planner layer, we have implemented all modules and thoroughly present the
Planner module, which, given a workflow graph and a possibly mul�-objec�ve op�miza�on policy relies
on gene�c algorithms to map each workflow kernel to the most beneficial hardware device.
Performance evalua�ons show that HAIER indeed chooses a near-op�mal execu�on plan, incurring
minimal overhead.
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Abbrevia�ons
●

ADT

Abstract Data Type

●

API

Applica�on Programming Interface

●

BFS

Breadth-First Search/Traversal

●

CPU

Central Processing Unit

●

DFS

Depth-First Search/Traversal

●

FIFO

First-In First-Out

●

FPGA

Field Programmable Gate Array

●

GCD

Greatest Common Divisor

●

GoF

Gang of Four (refers to h�ps://en.wikipedia.org/wiki/Design_Pa�erns)

●

GPU

Graphics Processing Unit

●

HAIER Hardware Aware Intelligent Elas�c Scheduler

●

HTTP

HyperText Transfer Protocol

●

ML

Machine Learning

●

MOEA Mul�-Objec�ve Evolu�onary Algorithm

●

NSGA-II Non-dominated Sor�ng Gene�c Algorithm II

●

REST

REpresenta�onal State Transfer

●

RMF

Resource Management Framework

Page 63 of 64
Co-funded by the Horizon 2020 Framework
Programme of the European Union under
Grant Agreement nº 780245.

Partners
EXUS (Coordinator), UNIMAN, ICCS, DFKI, NEUROCOM,
KALEAO, CTI DIOPHANTUS, SPARKS, iProov

