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Executive Summary 
 

Nowadays, modern Big Data processing systems, scheduling platforms and cloud infrastructures employ 

specialized hardware accelerators, such as GPUs and FPGAs, to optimize the execution of resource 

intensive workloads (e.g., Machine Learning, Artificial Intelligence or generic Data Analytics tasks). 

Nevertheless, this support is mostly a user-dependent, manual process that requires careful and 

educated decisions on both the amount and type of required resources to exploit the underlying 

hardware and achieve any user-defined higher level policies.  

To that end, we describe the E2Data Scheduler, called HAIER (Hardware-Aware Intelligent Elastic 

Resource Scheduler), an intelligent scheduler that can make automated decisions both on how and 

where to map arbitrary data analytics tasks to the underlying heterogeneous infrastructure, which may 

consist of a mix of  processing units, including CPUs and hardware accelerators. To motivate our work, 

we evaluate the performance trade-offs between GPU and CPU in terms of performance and power 

consumption, utilizing standard benchmarking tools. We identify cases where one technology 

outperforms the other and vice versa, depending on the specific task and/or input data size. After 

presenting the functional and non-functional requirements of the scheduler, we present the 

architecture of HAIER, where we depict its different components and their interactions with the rest of 

the E2Data components. 
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1. Introduction  
In the past years, we have witnessed an explosion in the amount of data created and consumed 

worldwide, with an estimation of the world's digital universe data to exceed 44 zettabytes by 2020 [28] . 

On the one hand, the three Vs of the Big Data landscape (i.e., volume, velocity and veracity), along with 

the need to extract meaningful insights from the collected data, have resulted in a number of different 

big data analytics software systems. These systems are able to scale to thousands of nodes and perform 

resource-hungry data intensive tasks ranging from simple descriptive OLAP-like analysis (e.g., Spark SQL 

[29] , Hive [30] , Presto [31] , Impala [32] , Flink [33] etc.) to more advanced predictive analytics such as 

Machine Learning (ML) and Artificial Intelligence (AI) (e.g., Google's Tensorflow [34] , Spark MLlib [35] , 

etc.) in a fast and accurate manner. 

On the other hand, the fact that very popular algorithms in the Machine Learning (ML) and Artificial 

Intelligence (AI) domains can be efficiently executed over specialized hardware has increased the 

popularity of hardware accelerators such as GPUs, FPGAs and Google's TPUs [36] . These devices 

combine their massive execution parallelism capabilities with the inherently data parallel nature of the 

aforementioned workloads and they are capable of ``crunching'' large amounts of data in lightning 

speed, outperforming general purpose CPU-based implementations in ML and AI workloads both in 

terms of speed and accuracy [37] .  

The need to access and exploit the computing capabilities of heterogeneous hardware in a massive 

manner has also changed the typical model of cloud infrastructures in two ways: First, most modern 

cloud vendors offer access to a suite of specialized hardware accelerators on a pay-as-you-go manner 

alongside general purpose CPUs (e.g., Amazon's EC2 Elastic GPUs1 or FPGA instances2, Google's TPU3). 

Second, typical cloud scheduling software systems, such as Apache Yarn [38] and Mesos4 that are 

employed to coordinate complex task execution pipelines are starting to offer support for 

heterogeneous hardware through their API over bare metal, Virtual Machines or even Docker containers 

[39] . 

Most modern Big Data systems like Apache Spark and Apache Hadoop [38] , Flink [40] , TensorFlow [34] 

etc. offer the opportunity to leverage accelerators and benefit from their increased performance. They 

are able to execute different implementations of typical data intensive calculations over various 

hardware including GPUs, FPGAs and TPUs in the form of different kernels, i.e., routines compiled for 

high throughput accelerators, separate from (but used by) a main program. Kernel examples used in Big 

Data settings include algorithms such as a Stochastic Gradient Descent optimization or a matrix 

multiplication, typically encountered in a Machine Learning Training. Kernel code must be implemented 

(i.e., ported) for the specific available hardware using accelerator-dependent software development 

frameworks such as OpenCL and CUDA, as opposed to the rest of the CPU-based code, developed using 

higher level languages supported by the chosen Big Data framework (typically Java, Scala or Python). 

Users seem to have all the puzzle pieces: Big Data frameworks that support the use of hardware-

accelerated kernels, cluster management tools that can allocate them to the underlying hardware and 

                                                           
1 https://aws.amazon.com/ec2/elastic-gpus/ 
2 https://aws.amazon.com/ec2/instance-types/f1 
3 https://cloud.google.com/tpu/ 
4 https://www.nvidia.com/object/apache-mesos.html 
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cloud offerings that provide such heterogeneous infrastructures. In reality, however, putting the pieces 

together is not enough to always satisfy the user requirements for increased performance and low cost. 

This is due to the lack of an intelligent decision making process that can advise users to make the best 

out of the available resources. 

Indeed, offloading parts of the code to specialized hardware is not always the ``silver bullet'' that can 

automatically solve fast and efficiently any typical Big Data workload calculation: factors such as data 

transfer time between RAM and GPUs, different algorithmic characteristics (one-pass vs multi-pass), 

dataset sizes, etc., play a very important role in the end-to-end execution time or monetary cost, 

rendering the scheduling decision a cumbersome process. 

To make our case stronger, we describe a real-life scenario that can benefit from heterogeneous 

systems for data processing. The described application is driven by actual business needs and relates to 

the Fintech use case of E2Data. 

 

FIGURE 1 FRAUD DETECTION WORKFLOW 

Let us consider a stream-processing engine that is used for real-time fraud detection in a stream of stock 

market orders. The identification of a fraud is performed based on the recognition of certain patterns in 

the stock time-series, correlated also with relevant information in articles and textual content in the 

social media. Such an application involves various algorithms from different domains like data cleansing, 

text-analytics and pattern recognition. As the output of an algorithm may be needed as input for 

another one, different tasks interact with each other through well-defined data-dependencies. This way, 

we can imagine the application as a graph of tasks where data flow among its vertices. 

Figure 1 presents the application graph for the fraud detection case. Data is gathered from social media 

sources and is fed to a data cleansing operator. Subsequently, the cleaned text is processed by a series 

of natural language processing (NLP) operators. At the same time, a stream of stock market time-series 

is mined for patterns of interest. The results of the pattern recognition task are joined with the 

annotated text and a proprietary algorithm is applied for detecting frauds. 

As the task described above should take place in real-time, it is highly sensitive to latency issues. For 

optimizing its performance, the development team conducted an experimental analysis in order to 

identify the compute intensive tasks that can potentially comprise a bottleneck in the data flow and 

tried to offload their computation to hardware accelerators. The employed NLP algorithms are 

embarrassingly parallel and need only one-pass over the data. Moreover, calls to the GPU can be 

asynchronous, masking out data transfer delays to and from the device. As such, a GPU implementation 

http://www.e2data.eu/
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could bring a considerable speedup. Some preliminary results verified this speculation and proved GPU 

to be the ideal target platform for the specific task. 

We argue that the manual tuning of an application can be a really costly and time-consuming process. 

Thus, we opt for an open-source scheduler that can automatically identify the optimal mapping 

between tasks and devices in order to minimize the execution time of the whole workflow.  

In this deliverable we present the design of the Hardware-Aware, Intelligent Elastic Scheduler (HAIER), 

an intelligent, hardware-aware scheduler that can make educated decisions on how to map a given 

workflow of data analytics tasks to the appropriate underlying hardware for execution in order to 

optimize for any user-defined policy (e.g., maximize performance, minimize cost). In the following, we 

first examine the state-of-the-art in scheduling and execution over heterogeneous environments. Then, 

we experimentally evaluate the performance trade-offs in a heterogeneous environment consisted of 

CPUs and GPUs. Our study unravels a wide space for optimization and validates the need of HAIER, a 

scheduler capable of allocating heterogeneous resources in an efficient manner. After describing the 

functional and non-functional requirements of the scheduler, we finally present the preliminary 

architecture of our approach, describing in detail the internal components of HAIER as well as its 

interaction with the Big Data framework (WP3), the compiler (WP5), the resource scheduler (WP3) and 

the heterogeneous infrastructure (WP5). 

The rest of the document is organized as follows: 

• Section 2 presents the state of the art in the field of heterogeneous execution. The related work 

is divided in three categories, (a) heterogeneous schedulers, (b) heterogeneous Big Data 

platforms and (c) works that provide Intelligence for heterogeneous execution.  

• Section 3 experimentally studies the performance of heterogeneous computing devices, namely 

CPUs and GPUs, using standard benchmarks and motivates the design and development of the 

E2Data Scheduler. 

• Section 4 analyzes the usage scenarios for the E2Data Scheduler in order to derive the functional 

requirements of HAIER. The non-functional requirements are also presented in this Section. 

• Section 5 presents the architectural design of HAIER. All internal components are described. 

• Section 6 describes how HAIER interfaces with the external components of the E2Data stack as 

well as how the internal components of HAIER interact with each other. 

• Section 7 concludes the deliverable.  
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2. State of the Art  
In this section, we present the state of the art in the field of heterogeneous execution. More specifically, 

in our literature review we include (a) resource managers that can schedule tasks for execution over 

heterogeneous computing devices such as CPUs, GPUs and FPGAs, (b) Big Data platforms that can 

offload part of their workflow to heterogeneous processing units and (c) intelligent systems that can 

help developers select the most suitable device for executing their code. 

2.1 Heterogeneous Resource Managers 
In typical computing environments, such as cloud and HPC datacenters, the infrastructure is being 

managed by software systems called resource schedulers. Schedulers are responsible to allocate tasks to 

the underlying infrastructure that can consist of clusters of computing nodes, storage, networking, etc. 

Resource schedulers typically operate in a master-slave manner, where a central machine (called the 

“master”) is used to consolidate and manage the amount of different workers (i.e., slaves) by utilizing a 

centralized resource registry. The workers use different approaches to register themselves with the 

master, such as heartbeat messages, etc., following the same architecture with typical legacy ``batch'' 

schedulers such as Condor [1] and PBS-Torque [2] [3] . 

Modern schedulers are starting to embrace the heterogeneity of resources encountered in cloud 

infrastructures. The scheduling techniques can be categorized in workload partitioning methods (static 

vs dynamic), subtask-based scheduling, pipe-lining and MapReduce based [4] . 

Apache Mesos [5] uses a two-level scheduling mechanism where resource offers are made to 

frameworks (apps like web servers, map-reduce programs, NoSQL databases, etc. that run on top of 

Mesos). The Mesos master node decides how many resources to offer each framework, while each 

framework determines the resources it accepts and what application to execute on those resources. 

Apache YARN [6]  is the de-facto scheduler used in modern deployments of the Hadoop ecosystem 

software. It also utilizes a negotiation framework where resources are being requested and provided 

upon requests from different applications. Both schedulers offer the possibility to ``label'' different 

execution nodes with user defined labels, leaving up to the user to handle heterogeneity. 

ORiON [7] and IReS [8] schedulers both can schedule heterogeneous workloads on big data clusters. 

ORiON can adaptively decide the appropriate framework along with the cluster configuration in terms of 

software and hardware resources to execute an incoming analytics job. It is based on a combination of a 

decision-tree like machine learning process for resource prediction and an integer linear problem 

formulation for resource optimization. IReS can identify and materialize the optimal sequence of 

analytics engines required to execute a data processing pipeline in an abstract execution workflow given 

by the user by utilizing a dynamic programming technique. Although both schedulers can work with 

heterogeneous software systems, the hardware heterogeneity is not exploited.   

TetriSched [10] also schedules heterogeneous resources by forming a Mixed Integer Linear 

Programming problem, nevertheless it is not aware of any task relations in the submitted workload (i.e., 

it is DAG-oblivious), similar to ORiON). 

In [11] the authors present a scheduling methodology for tasks that can be executed on both CPU and 

GPU devices. They evaluate their methodology with different complex algorithms (i.e., kernels), such as 

bfs, BlackScholes, Dotproduct and QuasirandomG, and they show that they can predict and deploy their 

http://www.e2data.eu/
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kernels to the most appropriate engine. Their approach is based on predictive modeling, i.e., on 

identifying the important kernel features that affect the performance (i.e., execution time). They utilize 

these features to build a machine learning model based on support vector machines and they use it to 

predict the execution time upon workload arrival. Nevertheless, they are also DAG-oblivious and they do 

not explore different performance metrics. 

A similar approach is also followed by [12] , where a machine learning model is built to predict execution 

time based on carefully selected features. Their main differentiation compared to [11] is that they study 

the effect of concurrently executing kernels on the same device (i.e., merging) to identify whether a 

speedup can be achieved or not. 

2.2 Platforms 
Over the last years, many distributed and parallel data analytics frameworks have emerged. These 

systems process in parallel large amounts of data in a batch or streaming manner. In this Section, we 

investigate to what extent the heterogeneity of modern datacenters is exploited to improve application 

performance. 

GFlink [13] is a distributed stream processing platform that extends Apache Flink [14] . Its key-feature is 

that, apart from CPU processors, it can also execute tasks on top of GPU accelerators. To achieve that, it 

builds upon the master-slave architecture of Flink, and introduces processes (GPUManagers) that are 

responsible for the GPU management. Execution is coordinated by a single master who schedules tasks 

to workers either for CPU or GPU execution. The scheduling scheme is locality-aware and manages to 

avoid unnecessary communication, while it achieves load-balancing among GPUs. Nevertheless, details 

on the scheduling algorithm are not provided. 

GFlink runs in the Java Virtual Machine (JVM). The standard way of communication between JVM and 

the GPU devices is to serialize memory objects that live in the JVM heap, and transfer data over the PCIe 

bus. However, as this process incurs high serialization-deserialization cost, GFlink opts for a more 

efficient memory management: Users can define custom structures that live off-heap and operate 

directly on them. This way, object serialization is avoided. Moreover, the master can instruct the GPU 

devices to cache data and reduce the time spent in copying operations. 

In [15] the authors propose EML [16] , another system that combines Flink and GPUs to process large 

datasets. Although very similar to GFlink, EML does not use a separate process for managing GPU 

execution but modifies the existing Flink TaskManagers to support both execution modes.  

Spark-GPU [17] is a CPU-GPU hybrid data analytics system based on Apache Spark [18] . Data in Spark is 

modeled as RDDs [19] and consumed in a one-element-at-a-time fashion. However, this does not match 

the massive parallelization a GPU can offer and leads to resource underutilization. Spark-GPU 

overcomes this issue by extending Spark's iterator model and introducing GPU-RDD: a new structure 

which buffers all its data in native memory and can be consumed in a per-element or per-block basis. 

Moreover, as GFlink, Spark-GPU utilizes native memory instead of the Java heap space in order to avoid 

the excessive cost of often serialization-deserialization tasks. 

For taking advantage of the capabilities of a GPU, isolation should exist and only one application should 

run on the device at a given time. At the moment when Spark-GPU was developed resource managers 

http://www.e2data.eu/
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like YARN [6] and Mesos [5] did not offer isolated execution for GPUs. Thus, to fully exploit the potential 

of the underlying hardware, Spark-GPU comes with its own custom resource manager. 

Regarding task scheduling, Spark-GPU extends the Spark-SQL query optimizer and creates a GPU-aware 

version of it. A rule-based optimizer adaptively schedules user queries to the most beneficial hardware 

device. The selection of a GPU for a task depends on whether an algorithm fits the GPU execution 

model.  

HeteroSpark [22] is another GPU-accelerated Spark-based architecture. Applications that run on top of 

HeteroSpark can explicitly choose whether or not a task should be executed on a GPU device.  

Contrarily to the aforementioned systems, objects are serialized and deserialized on demand. 

Furthermore, accelerating a Java application with HeteroSpark does not happen in an automated way. It 

requires the following steps: (i) write a GPU kernel, (ii) develop a wrapper in C that makes use of the 

Java Native Interface (JNI) in order to create a Java API for the kernel and (iii) deploy in Spark. 

SWAT [23] and SparkCL [24] are two open source frameworks that are able to accelerate user-defined 

Spark kernels by using OpenCL. While SWAT supports only GPU acceleration, SparkCL targets a broader 

range of processing devices, like GPUs, APUs, CPUs, FPGAs and DSPs. 

Both systems use the Aparapi [25] framework for translating java methods to OpenCL kernels and the 

communication with the accelerators is based on the on-demand serialization-deserialization of Java 

objects. 

A flurry of activity in the development of heterogeneous systems also exists in the realm of machine 

learning. The well-known Google's TensorFlow [26] is a system that enables the training of machine 

learning algorithms over large-scale heterogeneous environments. The devices TensorFlow supports 

are: CPUs, GPUs and TPUs (Tensor Processing Unit, a unit specialized for machine learning applications). 

The execution model is based on a dataflow graph where nodes represent tasks and edges data 

dependencies. Each task can run on a different kind of processor and the user can explicitly select the 

device of preference for each separate task. In case she does not, Tensorflow may employ an automatic 

placement algorithm. However, the algorithm takes into account only basic considerations (e.g., a 

stateful operation and its state should be placed in the same device) and is not yet mature enough to 

take decisions that guarantee optimal performance in large-scale clusters. 

Tensors, the logical abstraction of Tensorflow's data structures, consist of primitive values that can be 

efficiently interpreted by all supported devices. Thus, concerns about the overhead of serialization-

deserialization do not apply in this case. 

2.3 Intelligence 
The approaches presented in this subsection alleviate the burden of manually selecting the most 

beneficial mapping between application tasks and heterogeneous hardware. Contrarily, they 

automatically determine the processing element that best fits each application, input and configuration, 

making educated decision on the preferred computing resource based on intelligence derived from code 

analysis, offline profiling and machine learning techniques.  
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Qilin [41] is a heterogeneous programming system that relies on an adaptive mapping technique, which 

automatically maps computations to heterogeneous devices. Qilin offers a programming API built on top 

of C/C++, which provides primitives to express parallelizable operations. The Qilin API calls are 

dynamically translated into native CPU or GPU code though the Qilin compiler. More specifically, the 

compiler first builds a Directed Acyclic Graph (DAG) where nodes represent computational tasks of the 

application and edges represent data dependencies. Then, it automatically finds the near-optimal 

mapping from computations to processing units relying on a per task linear regression model that 

provides execution time estimations for the current problem size and system configuration. The 

regression model of each task is trained on-the-fly, during the task's first execution under Qilin: The 

input is divided in multiple parts and assigned equally to the CPU and the GPU. Execution time 

measurements are fed to curve fitting techniques to construct linear equations, which are then used as 

projections for the actual execution time of the task over CPU or GPU. 

Hayashi et al. [42] have developed a system for compiling and optimizing Java 8 programs for GPU 

execution extending IBM's just-in-time (JIT) compiler. One of the extensions consists in adding the 

capability of automatic CPU vs. GPU selection. This is achieved by using performance heuristics that rely 

on supervised machine learning models, i.e., a binary Support Vector Machine (SVM) classifier 

constructed in an offline manner using as training data measurements of actual program executions 

over various input datasets. The classifier input dimensions consist of a set of static code features that 

affect performance, extracted at compile time: loop range of a parallel loop, number of instructions per 

iteration, number of array accesses and data transfer size. The output is the preferred computing 

resource (CPU vs. GPU) that optimizes the program performance.  

The work in [43] proposes an approach to partitioning data-parallel OpenCL tasks among the available 

processing units of heterogeneous CPU-GPU systems. Code analysis is used during compilation to 

extract 13 static code features, which include information such as the amount of int and float 

operations, the number of memory accesses, the size of data transferred, etc. Principal Component 

Analysis (PCA) is applied to reduce the dimensionality of the feature space and normalize the data. The 

normalized, low-dimensional data are then passed through a two-level machine learning predictor that 

performs hierarchical classification to determine the optimal partitioning for the corresponding OpenCL 

program: The first level distinguishes CPU- and GPU-only optimal executions using a binary Support 

Vector Machine (SVM) classifier, while the second one handles the cases where the best performance is 

achieved when distributing execution over both GPU and CPU. The latter is performed by classifying 

programs to 9 different categories along the spectrum between CPU- and GPU-only (i.e., 10% CPU-90% 

GPU, 20% CPU-80% GPU, etc.) using again SVM models. Both models are trained in an offline manner 

with profiling measurements over various partitioning schemes. 

HCl (Heterogeneous Cluster) [44] is a scheduler that maps heterogeneous applications to heterogeneous 

clusters. HCl represents heterogeneous applications as Directed Acyclic Graphs (DAG), where nodes 

stand for computations and edges represent data transfer between connected nodes. Taking into 

account the I/O volume between DAG tasks, the available hardware resources and the runtime 

estimations of each task on each resource, HCl exhaustively evaluates all possible combinations of task 

to node mappings and selects the global optimum, i.e., the execution schedule that optimizes the entire 

task graph rather than each task separately.  
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DeepTune [45] is an optimization framework that relies on machine learning over raw code. Its goal is to 

bypass the code feature selection stage involved in the techniques presented so far. Feature selection 

requires manual work by domain experts and heavily affects the quality of the resulting machine 

learning model. One of the demonstrated use cases of DeepTune is the creation of a heuristic to select 

the optimal execution device (CPU or GPU) for an OpenCL kernel. 

The architecture of DeepTune is a machine learning pipeline: Αfter the source code is automatically 

rewritten according to a consistent code style, it is transformed into a sequence of integers using a 

language-specific vocabulary which maps source code tokens to integer indices. Using embeddings that 

translate each token of the vocabulary to a low-dimensional vector space, the sequence of integers is 

transformed into a sequence of embedding vectors that capture the semantic relationship between 

tokens. A Long Short-Term Memory (LSTM) neural network is then used to extract a single, fixed size 

vector that characterizes the entire sequence of embedding vectors. During the last stage, the resulting 

vectors, i.e., the learned representations of the source code is fed to a fully connected, two-layer neural 

network to make the final optimization prediction: The first layer has a constant number of neurons, 

while the second layer consists of one neuron per possible heuristic decision. 
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3. Benchmarking of Heterogeneous Devices - Motivation  
In order to showcase the purpose of HAIER, we conducted some experiments, where we benchmarked 

different algorithms when executed over different devices and collected both performance - in terms of 

end-to-end execution time - and power consumption measurements. 

To that end, we used the Rodinia benchmarking tool [46] Rodinia offers OpenCL and OpenMP 

implementations of a variety of different algorithms (kernels) and measures the execution time of the 

various steps of each algorithm. In the following we present the algorithms used for benchmarking, the 

infrastructure over which the experiments have been conducted, the results and the conclusions of our 

benchmarking. 

3.1 Algorithms and metrics 
The kernels of the Rodinia repo that were used in our experiments are the following:  

1. bfs 
Run bfs algorithm on a graph of 1M nodes, with max 2*4 edges per node. 

2. b+tree 
Run 10000 bundled queries on the device and then run a range search for 6000 bundled queries 
on the device with the range of each search of size 3000.   

3. dwt2d 
A discrete wavelet transformation on an rpg image, sized 3.1 Mb. 

4. Gaussian 
It runs a Gaussian elimination in a 2048*2048 matrix. 

5. Heartwall 
The Heart Wall application tracks the movement of a mouse heart over  a sequence of 104                 
609x590 ultrasound images to record response to the stimulus. 

6. Hotspot 
It is a thermal simulation tool used for estimating processor temperature based on an 
architectural floor plan and simulated power measurements. 

7. Hybridsort 
It is a sorting function that uses mergesort, in order to sort 100K numbers. 

8. Kmeans 
Kmeans is a clustering algorithm used extensively in data mining. We conduct our experiment in 
a total amount of 819200 objects with 34 features each. Features are integers from 0 to 255 

9. lavaMD 
The code calculates particle potential and relocation due to mutual forces between particles 
within a large 3D space. This space is divided into cubes, or large boxes, that are allocated to 
individual cluster nodes. The large box at each node is further divided into cubes, called boxes. 
26 neighbor boxes surround each box (the home box). Home boxes at the boundaries of the 
particle space have fewer neighbors. Particles only interact with those other particles that are 
within a cutoff radius since ones at larger distances exert negligible forces. Thus the box size s 
chosen so that cutoff radius does not span beyond any neighbor box for any particle in a home 
box, thus limiting the reference space to a finite number of boxes. The number of boxes for our 
version is 50. 

10. Myocyte 
Myocyte application models cardiac myocyte (heart muscle cell) and simulates its behavior. The 
model integrates cardiac myocyte electrical activity with the calcineurin pathway, which is a key 
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aspect of the development of heart failure. The model spans large number of temporal scales to 
reflect how changes in heart rate as observed during exercise or stress contribute to calcineurin 
pathway activation, which ultimately leads to the expression of numerous genes that remodel 
the heart’s structure. 

11. Nn 
NN (Nearest Neighbor) finds the k-nearest neighbors from an unstructured data set. The 
sequential NN algorithm reads in one record at a time, calculates the Euclidean distance from 
the target latitude and longitude, and evaluates the k nearest neighbors. The parallel versions 
read in many records at a time, execute the distance calculation on multiple threads, and the 
master thread updates the list of nearest neighbors. 

12. Particlefilter 
Particle filters methods are a set of Monte Carlo algorithms used to solve filtering problems 
arising in signal processing and Bayesian statistical inference. 

13. Pathfinder 
PathFinder uses dynamic programming to find a path on a 2-D grid from the bottom row to the 
top row with the smallest accumulated weights, where each step of the path moves straight 
ahead or diagonally ahead.  It iterates row by row, each node picks a neighboring node in the 
previous row that has the smallest accumulated weight, and adds its own weight to the sum. In 
our case there are 100000 columns and 100 rows 

14. Streamcluster 
For a stream of input points, it finds a predetermined number of medians so that each point is 
assigned to its nearest center. The quality of the clustering is measured by the sum of squared 
distances (SSQ) metric. Stream clustering is a common operation where large amounts or 
continuously produced data has to be organized under real-time conditions, for example 
network intrusion detection, pattern recognition and data mining. The program spends most of 
its time evaluating the gain of opening a new center. This operation uses a parallelization 
scheme which employs static partitioning of data points. The program is memory bound for low-
dimensional data and becomes increasingly computationally intensive as the dimensionality 
increases. Due to its online character the working set size of the  algorithm can be chosen 
independently from the input data. 

15. Backprop 
Backpropagation is a machine-learning algorithm that trains the weights of connecting nodes on 
a layered neural network. The application is comprised of two phases: the Forward Phase, in 
which the activations are propagated from the input to the output layer, and the Backward 
Phase, in which the error between the observed and requested values in the output layer is 
propagated backwards to adjust the weights and bias values 

16. Nw 
Needleman-Wunsch (NW) is a global optimization method for DNA sequence alignment. The 
potential pairs of sequences are organized in a 2-D matrix. The algorithm fills the matrix with 
scores, which represent the value of the maximum weighted path ending at that cell. A trace-
back process is used to search the optimal alignment. A parallel Needleman-Wunsch algorithm 
processes the score matrix in diagonal strips from top-left to bottom-right 

Although we are interested in the end-to-end execution time of the above kernels over the various 
devices, we break down the execution to three discrete phases: 

• HtoD, which is the time spending for copying data from the native memory to the device 
memory. 

http://www.e2data.eu/
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• Exec, which is the time spending on the actual execution of our algorithms on the device. 

• DtoH, which is the time copying data back from the device to the native memory.  

3.2 Infrastructure and Setup 
At this point we describe the infrastructure of our experiments. We conducted our experiments on 

three different platforms: 

• a multicore CPU system with 40 x Intel(R) Xeon(R) Silver 4114 CPU @ 2.20GHz processors and 
256 GB of main memory 

• a Tesla V100-SXM2 GPU with 32GB of memory 

• a GeForce GTX 1060 GPU with 6GB of memory 
 

Table 1 summarizes the characteristics of the machine utilized. 

TABLE 1 CHARACTERISTICS OF THE MACHINE USED FOR BENCHMARKING 

CPU type Sockets Cores/socket Threads/core RAM HW accelerators 

Intel(R) Core(TM) 

i7-4820K CPU @ 

3.70GHz  

2 10 2 256 Tesla V100-SXM2-
32GB GPU 

GeForce GTX 1060 
6GB  

 

The OS of our machines is Ubuntu 18.04.1 LTS. 

The device characteristics are the following: 

Name: Tesla V100-SXM2-32GB 

Type: GPU 

Version: OpenCL 1.2 CUDA 

Global memory size: 31 GB 766 MB 512 kB 

Local memory size: 48 kB 

Max work group size: 1024 

Max work item sizes: (1024, 1024, 64) 

Name: GeForce GTX 1060 6GB 

Type: GPU 

Version: OpenCL 1.2 CUDA 

Global memory size: 5 GB 958 MB 320 kB 

Local memory size: 48 kB 

Max work group size: 1024 
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Max work item sizes: (1024, 1024, 64) 

Name: Intel(R) Xeon(R) Silver 4114 CPU @ 2.20GHz 

Type: CPU 

Version: OpenCL 2.0 (Build 37) 

Global memory size: 220 GB 83 MB 772 kB 

Local memory size: 32 kB 

Max work group size: 8192 

Max work item sizes: (8192, 8192, 8192) 

3.3 Performance Results 
In the following figures we plot the end-to-end execution time of the various rodinia kernels described 

above. The bars in the diagrams are stacked, containing all three phases of the execution.  

 

 

FIGURE 2 PERFORMANCE RESULTS OF STREAMCLUSTER 
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FIGURE 3 PERFORMANCE RESULTS OF HYBRIDSORT 

 

FIGURE 4 PERFORMANCE RESULTS OF NW 
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FIGURE 5 PERFORMANCE RESULTS OF NN 

 

FIGURE 6 PERFORMANCE RESULTS OF PATHFINDER 
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FIGURE 7 PERFORMANCE RESULTS OF MYOCYTE 

 

FIGURE 8 PERFORMANCE RESULTS OF GAUSSIAN 
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FIGURE 9 PERFORMANCE RESULTS OF BACKPROPAGATION 

 

FIGURE 10 PERFORMANCE RESULTS OF B+TREE 
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FIGURE 11 PERFORMANCE RESULTS OF SRAD 

 

 

FIGURE 12 PERFORMANCE RESULTS OF PARTICLEFILTER 

http://www.e2data.eu/


 

  

  

 Page 24 of 55 

 

www.e2data.eu  

Co-funded by the Horizon 2020 Framework 

Programme of the European Union under 

Grant Agreement nº 780245. 

Partners 
EXUS (Coordinator), UNIMAN, ICCS, DFKI, NEUROCOM, 

KALEAO, CTI DIOPHANTUS, SPARKS, iProov 

 

 

FIGURE 13 PERFORMANCE RESULTS OF LAVAMD 

 

 

FIGURE 14 PERFORMANCE RESULTS OF KMEANS 
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FIGURE 15 PERFORMANCE RESULTS OF HOTSPOT 

 

 

FIGURE 16 PERFORMANCE RESULTS OF HEARTWALL 
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FIGURE 17 PERFORMANCE RESULTS OF DWT2D 

We observe that most of the algorithms can be efficiently parallelized and in terms of pure execution 

time (no data transfer involved), a GPU can offer great speedups in most of the cases. Especially when 

using the high-end Tesla GPU, the execution can be orders of magnitude faster. For instance, we can 

gain as much as 113x speedup for the hotspot kernel, when executing over the Tesla GPU compared to 

the CPU execution (Figure 15), 81x for the pathfinder (Figure 6) and 62x for b+tree (Figure 10). The low 

end GTX GPU can expedite the execution as well, although not as dramatically as the Tesla GPU, with 

speedups ranging from 1.5x (Gaussian, Figure 8) to 21x (hotspot, Figure 15). However, there are cases 

where a GPU does not offer any significant advantage, as for example in the case of backpropagation 

(Figure 9), where the low-end GTX GPU achieves the same execution time as the CPU. Lastly, there exist 

kernels that perform better on the CPU than the GPUs of our testbed. More specifically, the particlefilter 

kernel executes faster on the CPU than on the GTX GPU (Figure 12), while the myocyte kernel executes 

faster on the CPU than on any of the GPUs, even the Tesla one (Figure 7). This showcases that, 

depending on the algorithm, the use of a hardware accelerator can hurt rather than boost performance.  

Another important observation is that processing time per se does not guarantee optimal end-to-end 

performance, as I/O operations can have a severe impact on the total runtime. As an example, let us 

focus on the performance results of streamcluster (Figure 2) and hybridsort (Figure 3). In the case of 

streamcluster, processing dominates total execution time and leads the fastest GPU to be the device of 

preference. On the other hand, in the hybridsort case, there is a considerable amount of time spent on 

copying data. Although the pure execution time is much smaller in the GPUs, the user is going to 

experience a better end-to-end performance if the multicore CPU system is selected. 

3.4 Power Consumption Results 
In this subsection we measure the power consumption in Watts for the execution of the above 

algorithms. 

We collect our power metrics using the tools described below: 
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• For the GPUs, we are using the NVIDIA-smi manager interface, an interface built on NVIDIA 

Management Library (NVML), in order to manage and monitor NVIDIA GPU devices. We take 

measurements every 300 ms to measure power consumption. 

• For the CPU we are using the Rapl power meter 5a tool that uses Linux Intel® RAPL (Running 

Average Power Limit) driver which uses power capping sysfs. Rapl power meter uses a web 

interface which one can run as localhost. We hit the endpoint for measurements using curl 

every 100ms to measure the average power consumption.  

 

We can see the results on the diagram of Figure 18. We observe that, as expected, the CPU has the 

lowest power consumption. 

 

                                                           
5 https://github.com/spandruvada/rapl_power_meter), 
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FIGURE 18 POWER CONSUMPTION FOR EACH ALGORITHM OVER EACH OF THE TESTBED DEVICES 
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3.5 Conclusions of the Benchmarking 
The results of the previous subsection can help us draw some useful conclusions. In the vast majority of 

our measurements, GPUs are faster when it comes to pure execution time. Algorithms that achieve high 

levels of parallelism produce better results in terms of time cost when executed on GPUs, due to the 

nature of the GPU that offers the ability to work with thousands of parallel threads. 

Contrarily, when the algorithm requires constant interaction between the device and the native 

memory (as in the case of dynamic programming algorithms), then the GPU-execution produces large 

overheads and severely impacts the user end-to-end time experience. This is due to the limitation on 

the amount of data that can be transmitted through the bus that connects the GPU device and the main 

memory. 

Moreover, in all cases the power consumption of GPU execution is notably higher than the cost of CPU 

execution. 

The aforementioned examples highlight the need for systems of heterogeneous hardware. This need 

has already been recognized and there are many systems that give the user the option of which 

hardware platform should be employed for each task, as presented in the previous Section. However, in 

the majority of existing systems, we meet one of the following problems: 

• It is the user who needs to specify the target device for each task. 

• Scheduling ignores the application graph and works at the task level. 

• There is no information on the way scheduling works. 

In this work, we argue that the manual tuning of an application can be a really costly and time-

consuming process. Thus, we opt for an open-source scheduler that can automatically identify the 

optimal mapping between tasks and devices in order to minimize the execution time of the whole 

workflow. Given the code of an application and a set of available resources, HAIER will be able to 

understand which tasks best fit the execution model of each hardware platform and will schedule them 

according to a global optimization function. 
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4. System Requirements  
The HAIER scheduler is a central component of the E2DATA project. In essence, it is responsible for 

utilizing the offered functionality of the other components (e.g., the Tornado compiler - WP5, the 

application code - WP2, the Big Data framework  - WP3, the infrastructure, etc.) in order to configure, 

schedule, deploy and manage the workloads by exploiting the hardware heterogeneity towards meeting 

user defined goals.  

HAIER can be considered to operate in two separate phases: an offline (or profiling) - see Section 6.1 - 

and an online (or execution) - see section 6.2 - phase, following a typical approach of a supervised 

machine learning operation, with the main difference that in the online phase a form of optimization 

needs to take place in order to detect the (near-)optimal plan from a set of available candidates.  

During the offline phase, HAIER consumes information from the environment in the form of features 

(i.e., vectors of scalar values) such as code features from the Tornado compiler, infrastructure usage, 

such as CPU usage and energy consumption from the resource manager, etc., along with labels that 

define the system’s behavior (i.e., execution time, power consumption, cost, etc.). This information is 

used from the profiler/modeler to build the necessary Machine Learning model. This model will be used 

in the latter phase, i.e., the online phase to predict the anticipated performance value by utilizing the 

observed/monitored metrics as they are fed by the monitoring module. A form of optimization is taking 

place in this phase so that the best plans from the available ones are selected. 

In this section, we present a detailed overview of the functional and non-functional requirements of the 

HAIER module. We begin with the description of the actors that HAIER interacts with, namely the 

entities with which HAIER communicates towards delivering the envisioned functionality. We note here 

that the actors are mainly different E2Data components and infrastructural modules, apart from the 

HAIER administrator, which is a technically competent person (i.e., a system administrator) that will 

configure HAIER. 

4.1 Actors 
HAIER will have direct interactions with a number of different actors, which are parts of the E2Data 

architecture and different human entities. These actors are: 

● The Client Application: This module is used by E2Data users to submit their code to the E2Data 

Hardware Aware Big Data framework. From this module HAIER obtains the optimization policy 

defined by the user, i.e., the objectives that need to be optimized, such as execution time, 

power consumption etc. 

● Flink Big Data Framework: Although HAIER can interact with any Big Data framework(s) that 

support execution in heterogeneous hardware, in the E2Data project we will utilize Flink to build 

and integrate our approach, leveraging the help of DFKI, the technical partner that is 

contributing to the development of Flink. In essence, Flink is expected to interact with HAIER 

during application submission in a user agnostic manner. The necessary changes to Flink 

runtime will allow Flink developers to write application code as they used to. The main 

difference is that when this code is to be executed, a (user hidden) step where Flink contacts 

HAIER to detect the optimal placement of the DAG components will take place. When Flink 
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contacts HAIER, it gets back the new physical plan with the automatic compilation of the code 

for heterogeneous hardware and continues its execution. 

● Tornado Compiler FrontEnd: In order to take advantage of heterogeneous hardware, HAIER 

interacts with Tornado compiler mainly for two reasons: first, to get available features during 

the offline-training phase (number of integer/float operations, barriers, etc.) and second, to 

extract the code features during runtime from the submitted Flink Java code, so that the 

matching with existing models will be done. 

● Tornado Profiler: The Tornado profiler supplies HAIER with performance and power metrics of 

the execution of specific code segments over the available hardware resources. These metrics 

are used to train Machine Learning models that capture the behavior of the underlying 

hardware. 

● YARN scheduler: HAIER interacts with YARN scheduler to harness/take advantage of the 

underlying infrastructure when the launching of the compiled physical plans is being performed. 

Moreover, during the profiling runs YARN is also utilized in order to execute test runs to collect 

profiling data. HAIER utilizes YARN’s API to launch DAG vertices as YARN containers in the 

underlying hardware. 

● HAIER Admin: This actor refers to the user that will configure the HAIER module, by utilizing its 

configuration settings, where system-wide parameters can be configured per setup. HAIER 

admin is a user that has administrator access to the available infrastructure and knows the 

internals of both the underlying infrastructure and the executed applications on top of it. 

4.1 Functional Requirements 
In the following, we present the functional requirements of HAIER, as they have been identified by the 

analysis. HAIER must perform the following functionalities: 

Means to Set Optimization Policy: 

The goal of this function is to allow the user define its optimization policy during job submission. The 

user has the ability to select from different optimization policies, such as minimize cost, minimize 

energy, maximize profit, minimize execution time, etc. This function is offered to the user through the 

application client, through which the code is submitted to the Big Data framework. The user must be 

able to set the optimization in an easy to define manner, allowing an approach where multiple 

optimization targets are allowed, where the system will explore the created space to identify the 

optimal plan. 

The external actor that will trigger this function is the Client Application. 

Extract Optimal Execution Plan:  

This function refers to the system’s ability to transform a logical execution plan in the form of a directed 

acyclic graph into a physical execution plan where the necessary transformations will have been made 

(i.e., operator reordering, operator fusion, etc.) and the (possible mix of) heterogeneous resources has 

been identified per operator. In order to perform this operation, HAIER collects the abstract graph from 

the underlying Big Data framework (Flink), executes its optimization methodology, and comes up with 

the physical plan that is being directed back for execution, following a similar approach that is used in 
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database query optimization, such as Volcano Optimizer6 or more modern approaches such as Catalyst 

Optimizer7 or Apache Calcite8. This plan is then conveyed back to the big data framework to perform the 

actual execution.  

The external actor that will trigger this function is the External Big Data Framework, namely Apache 

Flink. 

Take Decisions Leveraging Code Features: 

This function refers to the system’s ability to be able to consider code features during its decisions for 

execution optimization. In order to identify the optimal execution plan, the system considers apart from 

typical infrastructure usage (taken by an infrastructure monitoring module) also features regarding the 

code that is submitted for execution. In order to perform this, the submitted code will be directed to the 

Tornado Runtime, it will be compiled for the available hardware architectures and the resulting 

information regarding the compilation (apart from the binaries) will be forwarded to HAIER so that it can 

extract the necessary features and compare them with the existing features that exist in the model 

library. Features include but are not limited to the number of integer operations, float operations, data 

transfers, and barriers. The idea is that these features contribute to a representative “signature” of the 

code for execution, which will be used to search in the models of HAIER to find a similar match.  

The external actor that will interact with this function is the Tornado Compiler. 

Collect performance and cost metrics to model hardware behavior: 

This function allows HAIER to base its decision about the optimal execution plan on performance and 

cost estimations that derive from Machine Learning models. These models are trained both offline and 

online using performance and cost metrics of actual executions. The metrics are provided by the 

Tornado profiler. 

The external actor that will interact with this function is the Tornado profiler 

Take into Account Cluster Status and Device Availability: 

This function refers to the system’s ability to monitor the available infrastructure and adjust its 

execution plan accordingly. In essence, this function consists of HAIER’s interaction with the resource 

scheduler that monitors and manages the underlying heterogeneous hardware infrastructure in terms 

of launching and monitoring submitted jobs. The scheduler that HAIER will be compatible with is Apache 

Yarn, one of the most used schedulers in Big Data Frameworks. HAIER’s interaction with the Yarn 

scheduler is mainly for monitoring purposes, as it needs to collect available infrastructure information. 

This information will be processed by HAIER’s planner to extract the optimal execution plan. The Big 

Data framework will then utilize Apache Yarn to launch the necessary jobs according to the plan that has 

been created by HAIER. 

The external actor that will interact with this function is the Yarn Scheduler. 

Must be configurable: 

                                                           
6 http://www.dtic.mil/get-tr-doc/pdf?AD=ADA450829 
7 https://databricks.com/glossary/catalyst-optimizer 
8 https://calcite.apache.org/ 
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This function refers to the system’s ability to allow a system administrator perform some system wide 

configuration parameters. These configuration parameters include, for instance, the endpoints of the 

modules that HAIER will interact with (Tornado binaries location, Yarn credentials/HTTP path, Flink 

location, etc.). Moreover, parameters that affect HAIER’s internal functionalities and can be 

parameterized will be available for configuration through a configuration file (ML learning rate, 

optimization parameters, etc.) 

The external actor that will interact with this function is the HAIER Administrator. 

4.2 Non-functional Requirements 
In this section, we present the non-functional requirements of the HAIER module. More specifically, we 

have the following requirements: 

Abstraction: 

The HAIER module must provide the necessary abstraction to accommodate and support arbitrary 

workflow execution of code that can be offloaded either entirely or partly on heterogeneous hardware. 

The usage of the appropriate APIs that abstract its functionality is necessary so that different algorithms, 

arbitrary execution graphs and multiple user-defined optimization objectives can be used by the HAIER 

platform. 

High Availability 

Since the HAIER scheduler is an integral part of the E2Data platform, it is crucial that it operates 

smoothly without any downtimes over long periods of time, as its downtime affects the entire system’s 

operation. Towards this direction, design approaches that ensure its operation under different hardware 

or software failures need to be considered. For instance, approaches that ensure that the HAIER 

submodules are highly available need to be considered. In order to achieve this, we envision two 

directions towards high availability: highly available execution and highly available storage. Both 

requirements can be achieved with the appropriate design choices and the necessary redundancy. The 

first requirement can be achieved with the usage of redundant executors (for instance, in the form of 

multiple servers in a web server farm) that are working “behind” a load balancer. For the second 

“storage” requirement, we differentiate between file storage and settings/execution state. For the file 

storage, we can utilize a highly available storage service offered by the cloud provider, such as S3 (in the 

case of an AWS deployment) or Swift in an Openstack setup. For the execution state, we can follow a 

similar approach with a highly available setup of a database service, by employing, for instance, a 

database farm that consists of different database servers following either an active/passive approach 

(where passive servers are stand-by and ready to automatically take over when the master server stops 

functioning) or a load-balanced approach where the remaining servers can accommodate incoming 

workloads in a load-balanced manner. Approaches using PostgreSQL and pgpool9 can be considered. 

Fault-Tolerance 

The HAIER module needs to be able to handle as much as it can hardware or software failures without 

any user intervention. Towards this direction, fault tolerant design approaches need to be followed. 

Taking into account that the execution of tasks that consist of complex workflows may take a lot of time, 

                                                           
9 http://www.pgpool.net 
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it is necessary that the system needs to ensure its smooth operation during transient hardware outages 

or software failures. Fault-tolerance can be achieved by employing frequent staging of intermediate 

data created between the different steps of an execution graph so that we can ensure that the system 

can continue its operation upon a failure from the part it was before the failure happens, avoiding the 

re-execution of the entire workflow, following similar approaches as the ones presented in Aura [47] . 

Storing intermediate execution state in a highly available module is also necessary (for instance, a highly 

available message queue or a storage service). Moreover, the intermediate results of the execution of 

the “middle” nodes of the execution graph should also be stored in a highly available storage so that 

they can be retrieved when a partial execution can be performed. 

Scalability: 

This property refers to the ability of the HAIER system to scale to large numbers of concurrent workflow 

executions of arbitrary big execution graphs without compromising its smooth operation. For instance, 

the use case of iProov with the network-based face verification may require the execution of multiple 

concurrent face recognition workflows when multiple users try to connect at the same time. In order to 

achieve this, scalable approaches for the HAIER system need to be considered. A load-balanced service 

using a web farm for the planner can achieve the necessary scalability for that purpose (namely the 

inferencing part of the machine learning workflow). Moreover, for the profiler/modeler, an approach 

where clusters of arbitrary sizes can be launched will be followed by utilizing cloud resources from the 

underlying cloud IaaS infrastructure. Such an approach can ensure that the model training can be 

performed in a fast manner, without compromising the system’s smooth operation. 

Portability: 

This requirement refers to the ability of HAIER to be deployed easily in any infrastructure (public or 
private/on premise cloud) without requiring a lot of manual effort to achieve this. In order to achieve 
this, portability approaches from the DevOps technology will be followed in order to build and maintain 
containerized versions of the HAIER submodules, and orchestrating them following ansible and/or 
Docker compose scripts. This will allow HAIER to be easily deployed in a dockerized environment, such 
as a Kubernetes cluster or a Docker Swarm, according to the available containerized environment, 
following a microservices approach. The goal is to be able to deploy HAIER using a single “deploy” 
command with minimum user intervention or system configuration in different environments.  
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5. HAIER Architecture  
This section describes the architecture of HAIER, the E2Data core scheduling component, as dictated by 

the functional and non-functional requirements presented in the previous section.  

HAIER aims to automatically optimize and plan the execution of complex Big Data workflows containing 

both compute and data intensive operators over a pool of heterogeneous resources. In a nutshell, the 

business logic of the workflow is reflected in code through the use of any Big Data framework of choice. 

In our case, Flink is the Big Data framework we are going to use in the context of the E2Data project. 

Given the Directed Acyclic Graph (DAG) of involved tasks and based on performance and cost 

estimations for each one of them, HAIER optimizes for any user-defined optimization policy - single or 

multi-objective - by mapping tasks to the available heterogeneous infrastructure and by making 

informed decisions on the type and amount of resources to be allocated. The final execution plan is 

communicated to the Big Data framework, Flink, which enforces it. 

 

 

 

 

FIGURE 19 HAIER ARCHITECTURE AND ITS INTERACTION WITH THE REST OF THE E2DATA COMPONENTS 

Figure 19 depicts the architecture of HAIER, including its internal components and their interaction with 

other internal or external system components. We should note here that the architecture, as well as the 

API of the scheduler, will continuously be refined and enhanced in the course of the project, whenever 

deemed necessary. 

At an abstract level, the user submits through a user interface the code developed using her favorite Big 

Data framework, along with the desired optimization policy (e.g., minimize execution time, minimize 

power consumption or both). The code is passed to the Big Data execution engine, where tasks are 

internally organized in a graph structure which we will henceforth call task graph. At this point, it is the 
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responsibility of HAIER to instruct the Big Data framework where to execute each task of the task graph. 

Having information about:  

(a) the code itself along with the optimization objectives from the user interface,  

(b) the task graph from the Big Data framework and 

(c) monitoring information about the available infrastructure,  

HAIER can produce the optimal execution plan, which allocates each task to the most beneficial set of 

hardware resources among the available ones.  

The basis of this workflow optimization process lays in the utilization or detailed models of the cost and 

performance characteristics of Big Data tasks over various underlying hardware, be it CPUs, GPUs or 

FPGAs. The models are stored and updated in a model library. Whenever a new workflow is run atop 

HAIER, these models are used in order to intelligently assign and orchestrate workflow parts to the 

available hardware according to the user optimization policy. 

Once the optimal execution plan is available, the Big Data framework enforces it through a cluster 

management framework that can handle heterogeneous resources (e.g.,YARN, Mesos). During runtime, 

the workflow execution is being monitored for failures and/or performance degradation. In that case, 

HAIER dynamically adapts to the current conditions by creating a new execution plan for the remaining 

tasks. 

In the following subsections, we thoroughly describe the architecture of HAIER and its internals. 

5.1 The HAIER layers 
Delving into the internal of the proposed system, HAIER consists of two layers: (1) the Intelligence layer, 

depicted in yellow, a Machine Learning modeling framework that derives hardware- and elasticity-

related knowledge from both offline profiling and dynamic runs; and (2) the Hardware-Aware Planner, 

depicted in green, that communicates with the Intelligence layer and performs the decision making of 

how, where, and when to schedule code for execution on the available hardware resources. 

In a nutshell, the modules of HAIER cooperate towards the optimization of Big Data workflow executions 

with respect to the policy provided by the user. The Planner determines in real-time where each task is 

to be run, under what amount of resources provisioned and whether data need to be moved to/from 

their current locations and between processing units. Such a decision must rely on the characteristics of 

the involved tasks, derived as code features by the Parser, and the underlying hardware they are 

executed upon. These are modeled and stored within the Models library. The initial task models result 

from the offline profiling through the Profiler/Modeler module that directly interacts with the pool of 

physical resources and the monitoring layer in-between. Moreover, while the workflow is being 

executed, the initial models are refined in an online manner by the Model Refinement module, using 

monitoring information of the actual run. This mechanism allows for dynamic adjustments of the models 

and enables the Planner to base its decisions on the most up-to-date knowledge.  

Next we describe each of the internal HAIER components in a more detailed manner. 
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5.1.1 Parser 

This module parses the user-provided code and extracts code features, such as density and 

computational or memory intensity, that will be used as input for the model training process. Moreover, 

it validates the user-defined policy. 

5.1.2 Profiler/Modeler 

This module produces a number of different ML models that describe the behavior of each hardware 

processing unit, in terms of performance, cost, energy efficiency etc., when executing Big Data tasks. 

The descriptive models are initially trained using profiling in an offline mode, as well as machine learning 

over actual runs.  

The profiling input includes: (a) data-specific parameters which describe the data to be used for the 

operator profiling (e.g., the type of data and its size) and (b) resource-related parameters, which define 

the resources to be considered during profiling (e.g., type of hardware, number of cores, amount of 

available disk/memory, etc.). 

The output of each run is the profiled performance and cost, such as completion time, throughput, 

power consumption, etc., under each combination of the input parameter values. The collected metrics 

along with the code-specific parameters, i.e., the features parsed by the Parser, are then used to create 

estimation models, making use of neural networks, SVM, interpolation and curve fitting techniques.  

5.1.3 Models Library 

This module consists of a number of different ML models that describe the behavior of each hardware 

processing unit in terms of performance, cost, energy efficiency etc., when executing Big Data tasks. 

5.1.4 Model Refinement 

This module exploits the experience collected during run-time to augment the existing performance 

models and increase their efficiency. To that end, monitoring information is fed back to the existing 

models to dynamically adapt them to the current infrastructure conditions that might include changes in 

the underlying hardware like hardware upgrades or temporal degradation due to various reasons 

including collocation of competing tasks, surges in load etc. Thus, the accuracy of the models remains 

high regardless of possible changes. 

5.1.5 Planner 

The Planner is the core component of HAIER which intelligently explores all the possible execution plans 

over the available heterogeneous infrastructure and discovers the most beneficial one with respect to 

the user-defined optimization objectives. The Planner takes as input:  

(a) the task graph from the Big Data framework,  

(b) the code features of each task of the task graph through the Parser,  

(c) the available resources through the infrastructure monitoring layer and  
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(d) The cost and performance estimation for each task over the various available hardware setups 

consulting the machine learning models of the Models library.  

To find the optimal execution plan, the planner relies on exhaustive search to explore all possible 

allocations of individual tasks to hardware resources to find the plan that optimizes the global 

optimization policy. The optimization policy can include a single or multiple objectives, meaning that 

one or a set of Pareto execution plans will be discovered respectively. While an exhaustive search would 

provide optimal solutions, it would only be practical for small workflow instances, since the size of 

combinations to be checked grows exponentially with the number of task graph nodes. Thus, to be able 

to accommodate large and complex workflow instances within a reasonable time-frame, HAIER can 

employ heuristics based on genetic algorithms to find near-optimal solutions. 

5.1.6 Execution Monitor 

The responsibility of this module is to inspect the smooth execution of the optimal plan through the 

monitoring of the underlying infrastructure. Failures and performance degradation must be detected 

early on to make the necessary adjustments in a timely manner. The detection of such anomalies 

triggers the re-planning of task executions according to the new circumstances in order to make 

amends. Remedial actions include the compilation of the code for execution over a different type of 

hardware and elastic contraction/expansion of provisioned resources. 
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6. Workflows and APIs  
In this section, we describe the workflow used for training the machine learning models of HAIER as well 

as the workflow that is followed when a new application is submitted. Furthermore, we present a first 

version of the Application Programming Interface (API) that is used for the communication between 

HAIER and the other components of the E2Data software stack (external API) but also for the 

communication among the various components of the scheduler itself (internal API). 

6.1 Profiling Workflow 
HAIER opts for an optimal task scheduling over heterogeneous environments. In order to achieve that, it 

needs to capture the behavior of different kinds of tasks when various amounts and types of resources 

are allocated for their execution. For example, task A may perform differently when executed over a 

multi-core CPU system, than when a GPU is available. Deciding on the most appropriate platform for a 

task is not trivial to accomplish. The situation becomes even more obscure when interesting trade-offs 

exist. In our example, the multi-core CPU may be more beneficial when more than X cores are available, 

but the GPU be the preferable choice in the other case. Defining X and capturing performance in all 

possible scenarios is a cumbersome task that the E2Data profiling mechanism aims to carry out. 

Capturing application performance is equivalent to learning a function that transforms a complex input 

space to a vector of pre-defined metrics M (e.g., throughput, latency, power). The input space contains 

all these variables that affect an application when evaluated under M. In E2Data, we consider two 

categories of input variables that affect application performance: (a) code features and (b) cluster 

resources. By the term code features, we refer to a vector describing the source code of an application. 

The contents of this vector build on state-of-the-art research and are features like the number of integer 

operations, float operations, data transfers, barriers, etc. This information is extracted from the 

application’s source code by the front-end compiler of Tornado and is communicated to HAIER through 

an external API. Cluster resources, the second factor that influences application performance, refers to 

the type and multiplicity of hardware devices that can be assigned for the execution of a task. The 

function learned by the E2Data profiler should be able to answer questions like: “What is the throughput 

of this task when it is spawned over 10 CPU cores?” or “How much power is consumed for this task when 

a high-end GPU is used?”. The information of available resources is obtained through the 

communication of HAIER with the Resource Manager of E2Data, which is Apache YARN. 

For creating an exact model that can accurately map each task to the correct performance metrics, a 

profile for each point of the input domain should be created. As the input space suffers from high 

dimensionality, its complete coverage is infeasible. However, in performance modeling literature, there 

are techniques [3] that can adequately approximate a function by profiling only a select-subset of 

points. In that context, the profiling mechanism of E2Data should deploy and profile only a set of 

representative tasks over a set of selected cluster configurations. The selection of tasks and cluster 

configurations should be such that does not compromise the accuracy of performance prediction and is 

currently an object of active research. 

When performance data is collected, a machine-learning algorithm is fed with it in order to fit the trend 

that data describes. E2Data supports both offline and online profiling. Offline profiling is initiated before 

the E2Data system is up and running in order to create the initial models of the intelligent elastic 

scheduler. Online profiling takes place along with the execution of the actual jobs that are submitted to 
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the system. When a user submits a job, monitoring information is fed to the modeler and existing 

models are updated in real-time. The sequence diagram of Figure 20 presents the workflow for the 

offline profiling mechanism. 

 

FIGURE 20 WORKFLOW THAT DESCRIBES THE OFFLINE-PROFILING PROCESS 

Initially, the E2Data administrator triggers a profiling process. The profiler module of HAIER contacts 

YARN and acquires information about the available resources. Given a cluster specification from YARN, 

the profiler computes a set of representative input samples based on which the performance models 

will be created. The computation of the input samples is an iterative process. The profiler selects an 

initial set of tasks and deploys them on the selected hardware configuration. Both the tasks and the 

hardware configuration are selected through the generateSamples method. An actual execution of 

these tasks is then triggered. When the execution is over, the Tornado profiler is accessed, where it 

provides the achieved execution metrics. Depending on the returned metrics, the profiler decides on 

which tasks and hardware configuration will be used in the next iteration of the process. 

When profiling is over, data is passed to the modeler where machine-learning techniques are used to 

create performance prediction models. Finally, these models are stored at the Model Library of HAIER. 

6.2 Execution Workflow 
The execution workflow describes the process of scheduling an application in the E2Data system. The 

workflow is illustrated in the sequence diagram of Figure 21. 
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FIGURE 21 WORKFLOW THAT DESCRIBES APPLICATION SCHEDULING IN E2DATA 

Application scheduling takes place each time a user submits a new job to the E2Data system. First, the 

user provides the Planner module of HAIER with an optimization policy and submits the job to Flink. 

Flink parses the submitted code and extracts an abstract job graph that contains all involved tasks along 

with their data dependencies. As the built-in scheduler of Flink does not take into account optimization 

opportunities in heterogeneous environments, this abstract graph is passed to HAIER Planner. The 

Planner contacts the Tornado front-end compiler and for each task of the graph, it obtains a vector with 

the corresponding code features. Before planning begins, the Planner needs also to contact YARN in 

order to know what resources are there available in the cluster and can be used for the specific job.  

Having collected all the necessary information, the planner proceeds to computing an optimal 

scheduling of the application. This computation involves the investigation of multiple candidate plans, 

each of which may require a different configuration of cluster resources. For examining the cost that 

each candidate configuration incurs, the Planner needs to contact the Model Library of HAIER. 

6.3 External API 
In this section, we describe the Application Programming Interfaces (APIs) that are used for the 

communication of the Hardware-Aware Intelligent Elastic Resource scheduler (HAIER) and the other 

modules of the E2Data software stack. HAIER needs to communicate with five external systems, namely: 

1. The Flink Client; 

2. The Apache Flink stream processing framework; 

3. The Tornado Frontend Compiler; 

4. The Tornado Profiler; 

5. The Apache YARN resource manager. 
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The interaction with the first two components (i.e., the Client Application and Flink) is achieved through 

the API calls that HAIER exposes. In contrast to that, for the rest two external systems there is an 

opposite direction of communication; it is HAIER that calls the APIs of Tornado and YARN. The 

communication flow and the APIs are illustrated in the diagram of Figure 22. 

 

 

FIGURE 22 COMMUNICATION FLOW AND APIS 

The Client Application is the program used for submitting a new E2Data job. As the decision making 

module of E2Data can support optimization according to any user-defined metric (e.g., throughput, 

energy consumption), the user should be able to inform HAIER about the metric of interest for the 

specific job. Moreover, different metrics may come with different optimization objectives. For example, 

a user may want to maximize throughput but minimize energy consumption. Thus, according to the 

selected metric, HAIER may need to solve either a maximization or minimization problem. Finally, an 

E2Data job is not a standalone task but a graph of interconnected tasks. Optimizing for each task 

separately does not yield the global optimal solution. Thus, a cost function that operates over the whole 

graph should also be defined. For instance, let us consider two connected nodes of such a graph. If 

throughput is the metric of interest, the total cost is the minimum observed throughput. However, if 

energy consumption is the case, the total cost is the sum of consumed energy in both nodes. All the 

above define the user-policy that HAIER should respect and is communicated through the setPolicy 

method that is called by the Client Application. 
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setPolicy 

Input Parameters 

Name Type Description 

metric String The metric that should be 
optimized 

minimize Boolean The goal is to minimize the 
given metric if minimize is true 
and maximize otherwise.  

combineFunction String Determines the way that the 
metric of interest is evaluated 
over the whole task graph 

Returned Values 

Type Description 

void - 

 

HAIER also needs to interact with the Tornado Virtual Machine. Each task of a user’s application may 

have different characteristics and thus, different computational requirements. There are data-parallel 

tasks that can benefit from the parallelism of hardware accelerators and tasks that suit better to the 

CPU execution model. For making optimal decisions, the scheduler should have access to the intrinsic 

characteristics/features of each task. These features are extracted by the front-end compiler of Tornado 

and can be obtained in JSON format through the getCodeFeatures method. 

Apart from the front-end compiler of Tornado, as mentioned in Section 6.1, HAIER also interacts with 

the Tornado profiler. At the profiling phase, the profiler of HAIER needs to contact Tornado profiler in 

order to learn the real execution metrics that the deployed tasks achieve. 

The third component with which HAIER communicates is the Apache Flink processing framework. In 

Flink terminology, a submitted application is transformed to a Job Graph. This is an abstract task graph 

that describes the data flow of a job. Subsequently, Flink takes into account the configuration of the job 

and the capacity of the cluster and creates the Execution Graph: an expanded version of the initial graph 

that contains task-placement information and the parallelism of each task. Since the intelligent 

scheduler of E2Data should overwrite the default decisions of Flink, it needs to intercept the creation of 

the Execution Graph. In the E2Data architecture, Flink sends the Job Graph to HAIER and HAIER Planner 

computes an optimal plan for the job. After planning, the scheduler returns the computed Execution 

Graph back to Flink (Figure 21: execution workflow). This process is achieved with the 

scheduleTaskGraph method that is called by Flink.  
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scheduleTaskGraph 

Input Parameters 

Name Type Description 

graph JobGraph  The Flink JobGraph that needs 
to be scheduled 

Returned Values 

Type Description 

ExecutionGraph A Flink ExecutionGraph that incorporates all decisions made by 
HAIER. 

 

The last E2Data component that HAIER contacts is the Apache YARN resource manager. When taking 

task placement decisions, the scheduler needs to be informed on the availability of the cluster. As in the 

E2Data architecture it is YARN that is responsible for monitoring physical resources, HAIER uses the 

YARN REST API for acquiring cluster information. By issuing a GET request to http://<rm http 

address:port>/ws/v1/cluster/nodes, we can obtain a JSON string with information on the 

availability of all nodes in a cluster.  The resources that YARN traditionally reports are CPU and memory 

utilization. As from version 3.1.0, YARN natively supports Nvidia GPUs and Intel FPGAs. Thus, the 

aforementioned HTTP request is sufficient for discovering all computing resources of a cluster and get 

information on which of them are occupied and which are not. An example of the information that 

YARN provides is shown in Figure 23. The cluster of the depicted example contains a single node, named 

as node1. In the JSON file of Figure 23, it can be seen that node1 has 40 virtual cores, 8 GB of main 

memory and 3 GPU devices. Moreover, under the usedResource object, all values are set to zero 

meaning that all resources of this node are available for use. 
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FIGURE 23 RESOURCE INFORMATION PROVIDED BY YARN 
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6.4 Internal API 
The internal API defines the way the components of HAIER communicate with each other. The following 

table summarizes the interactions among the various HAIER components. These interactions are also 

visible in Figure 19, where the architecture of HAIER is presented. 

Component Consumers 

Modeler Profiler, Execution Monitor 

Model Library Planner, Modeler 

Planner Execution Monitor 

 

As mentioned, the Modeler is the component where machine-learning algorithms run and models are 

created. Modeler exposes a single API call named: fitData. This method is called by Profiler after the 

offline profiling process and by the Execution Monitor in order to enable online profiling and refine the 

existing models of the library. The API call is formally defined in the following table: 

fitData 

Input Parameters 

Name Type Description 

X Array profiling input samples 

Y Array Execution metrics achieved in 
profiling 

Returned Values 

Type Description 

ModelObject A model that fits profiling data 

 

The created model is pushed to the models-repository of HAIER. This is accomplished through the 

storeModel method that is exposed by the Model Library component. 
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storeModel 

Input Parameters 

Name Type Description 

model ModelObject Trained performance model 

Returned Values 

Type Description 

void - 

 

The Model Library component exposes one more API call that is consumed by the Planner during the 

optimization phase. As explained in Section 6.2, the Planner iteratively contacts the models-repository in 

order to get an estimation for various candidate execution plans. This contact is accomplished through 

the getPerformance method of Model Library. 

getPerformance 

Input Parameters 

Name Type Description 

code features Float Array The feature vector of a task 

H/W resources JSON The candidate H/W resources to 
run the task on 

performance metric String the metric for which we are 
interested in getting an 
estimation 

Returned Values 

Type Description 

Float Predicted value for the requested metric 

 

During the execution of a job, the Execution Monitor component may identify a failure or an SLA breach. 

In that case, a new plan should be requested by the Planner and be enforced. This is achieved through 
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the replan API call that the Planner component exposes. The replan method is similar to the 

scheduleTaskGraph. The only difference lies in the input arguments. The scheduleTaskGraph 

method is called by Flink. As Flink is aware of the abstract job graph of the current job, it directly 

requests the scheduling of this graph. Execution monitor does not know the abstract job graph of a job 

but monitors each job separately and thus knows the identifier of the failed job. Thus, it requests 

Planner to re-schedule the job with the specified identifier. It is the responsibility of the Planner to find 

the job graph of the requested job. 

replan 

Input Parameters 

Name Type Description 

job id String The id of the failed job 

Returned Values 

Type Description 

ExecutionGraph A Flink ExecutionGraph that incorporates all decisions made by 
HAIER. 

 

  

http://www.e2data.eu/


 

  

  

 Page 49 of 55 

 

www.e2data.eu  

Co-funded by the Horizon 2020 Framework 

Programme of the European Union under 

Grant Agreement nº 780245. 

Partners 
EXUS (Coordinator), UNIMAN, ICCS, DFKI, NEUROCOM, 

KALEAO, CTI DIOPHANTUS, SPARKS, iProov 

 

7. Conclusions  

This deliverable is dedicated to the design of the E2Data Scheduler architecture. We presented the 

design of HAIER, a Hardware-Aware Intelligent Elastic scheduler that can automatically select the 

appropriate type and size of resources to execute data analytics tasks over heterogeneous 

infrastructures.  

Our motivation stems from both real-life scenarios and experimental observations. These observations 

prove that there is no clear winner in the choice of hardware architecture between general purpose 

CPUs and hardware accelerators, since it depends on numerous factors, such as algorithm 

implementation, dataset size, hardware specifications, user policies, etc. Thus, the developer/analyst 

would greatly benefit from a scheduler that would make on her behalf educated decisions as to where 

and under what exact amount of resources to execute a workflow of tasks. 

After defining the functional and non-functional requirements of such a scheduler, we defined the 

architecture of HAIER, which is based on a modular design. HAIER is capable of automatically deciding, 

deploying and managing complex data analytics task workflows over an infrastructure that consists of 

different hardware accelerators and clusters of general purpose CPUs. After delving into the details of 

each HAIER module, we presented the main workflows that showcase the usage of HAIER. Finally, we 

defined the interaction between the internal HAIER modules as well as the interface of HAIER with the 

external components of the E2Data architecture. 
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• HAIER: Hardware Aware Intelligent Elastic Scheduler 

• ML: Machine Learning 
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